
ANOMALY DETECTION

Automatic anomaly detection has become a key issue in 
many engineering applications due to the increasing amount 
of data in need of analysis. Addressing this kind of task using 
pattern recognition methods requires a proper design of 
the learning strategy, given the reduced amount of flawed 
cases available for training compared to that of normal 
instances, which has been shown to hinder the performance 
of traditional classification algorithms. Moreover, positive 
examples are often costly and hard to collect, which may 
prevent the use of traditional discriminant approaches such 
as artificial neural networks. In this paper, we compare two 
well-known generative and discriminant pattern recognition 
algorithms in the task of flaw detection in aluminium castings 
and show that defects can be accurately identified without 
prior knowledge of positive cases, using only information of 
regular structures, achieving a geometric mean of over 0.9. 
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1. Introduction 
Over the last decade, pattern recognition systems have become 
an essential tool for solving real-world problems in an increasing 
number of engineering-related applications. An important issue 
in this field is the automatic detection of failures in industrial 
processes, which can be framed within a more general concept 
known in the literature as anomaly detection. It refers to the 
problem of finding patterns in data that do not conform to expected 
behaviour, often referred to as anomalies, novelties or outliers[1]. 
From the point of view of statistical learning theory, these problems 
can be characterised by the fact that instances of the phenomena of 
interest are heavily underrepresented in the data, often accounting 
for less than one case in a thousand. 

Some classical examples of anomaly detection problems are 
the following: detection of oil spills in satellite images[2], intrusion 
detection in computer networks[3], detection of fraud in credit card 
transactions[4] and detection of uncommon diseases in computer-
aided health care systems, such as heart disorders[5]. 

The detection of flaws in industrial processes is also 
considered an anomaly detection problem. This is a critical task 
in many engineering applications where produced parts must 
be thoroughly analysed as a requirement of the manufacturer, 
ie for quality assurance, safety or other reasons. To perform this 
task automatically, a pattern recognition methodology is usually 
employed, which involves five stages: image acquisition, pre-

processing, segmentation, feature extraction and classification[6]. In 
this paper we focus on the latter stage and only briefly describe the 
first four. 

The data acquisition stage basically consists of irradiating the 
aluminium pieces with X-rays and digitally recording the measured 
electrical signals. Then, in the preprocessing stage, the images 
are digitally enhanced to increase the chances of recognising 
defects, by applying noise reduction and contrast correction. In 
the segmentation stage, hypothetical defects are identified by 
means of an edge detection algorithm and cropped out along with 
the remaining flawless examples for processing in the following 
stage. Finally, geometric and intensity properties of the patches, 
such as shape and texture features, are measured and, according 
to the previous stage, a label is assigned to each feature vector. A 
thorough description of these preclassification stages can be found 
in[7]. 

The classification stage is commonly conducted by applying the 
supervised learning approach, as seen in[6,7,8]. In these works, the 
authors employ traditional binary error-minimisation algorithms 
such as artificial neural networks, support vector machines and 
other more advanced techniques, such as classifier ensembles. All 
these techniques fall in the category of discriminant classifiers, ie 
they output a hyperplane model, which separates data in two open 
regions in feature space. The learning algorithms of these methods 
aim to minimise the classification error independently of the class, 
therefore they assume relatively balanced class distributions in 
the training sets[9]. However, anomaly detection problems such 
as the aforementioned are characterised by a reduced amount of 
data accounting for positive cases, which could cause performance 
issues to this type of method. 

A more appropriate approach for anomaly detection is the one 
referred to in the literature as one-class learning[10], which also falls 
in the category of generative approaches. Basically, it consists of 
building a data model in the absence of counter-examples, contrary 
to the discriminant approach, and it is therefore generally applied 
in cases where examples from one of the classes are hard to collect 
or are simply unavailable. The model is commonly defined as a 
closed boundary for the class of study (target class), where objects 
falling inside the model are accepted and everything else is simply 
rejected. 

In this paper, we perform a comparative study between 
discriminant and generative classification approaches in the task of 
defect detection in aluminium castings and show that they can be 
accurately detected using a one-class classification methodology, 
which does not require prior knowledge of flawed cases. Also, 
we show that the method achieves acceptable performance using 
only a reduced random sample of available regular structures for 
training. The strategy shows interesting results, considering its 
simplicity, compared to the discriminant approach, which has 
the disadvantage of requiring examples from both classes, where 
positive cases may be prohibitively costly to collect, and a more 
elaborated resampling technique. 

This paper is structured as follows. In Section 2, we describe 
the methodology followed in this work to verify our hypothesis and 
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review in detail the compared algorithms. In Section 3, we describe 
the experimental framework followed to perform computational 
simulations and report and discuss the results obtained. Finally, in 
Section 4, we conclude the paper with our final remarks and discuss 
possible directions for future work. 

2. Methodology 
The aim of this study is to compare two different approaches for 
classification in the task of anomaly detection. In the following, 
we describe with detail the algorithms chosen for each approach. 

2.1 Discriminant approach 
In this work, we use a support vector machine (SVM) with soft 
margin introduced by Cortes and Vapnik in 1995[11] as our two-class 
approach for solving the stated problem. Although in the literature 
it has been addressed using other methodologies with success, we 
believe this classifier can provide an accurate representation of 
discriminant pattern recognition algorithms on this task. Moreover, 
it happens to be a basis for the one-class approach described later 
in Section 2.2. 

The soft-margin SVM seeks to find the optimal hyperplane that 
linearly separates two groups of points in space, admitting a certain 
amount of error bounded by a constant C. Its training algorithm 
assumes labelled samples y ∈ {–1, 1} and it operates by placing 
two hyperplanes, one for each class, and maximising the distance 
between them, also known as the margin. This translates into the 
following optimisation problem: 

               

min ∈ b,w,ξ( ) = 12 w
2
+C1 ξi

i
∑

 s.t. yi w ⋅xi − b( ) ≥1− ξi ξi ≥ 0,∀i

where xi is the feature vector of training sample i, b is the bias 
of the hyperplane from the origin, w is the normal vector of the 
hyperplane, ξ is the slack variable to allow misclassifying data 
points and C1 is the error penalisation constant. In the constraint 
to the optimisation problem, · denotes the dot product between 
vectors w and xi. 

This problem can be solved by maximising a function L of 
Lagrangian multipliers with respect to the α coefficients using 
a standard quadratic program solver. The inner product between 
vectors in the Lagrangian can be generalised by a kernel function 
〈x, y〉 = Φ(x) · Φ(y), where Φ is a mapping of the data to a higher 
dimensional space in which data are linearly separable. With such 
mapping the problem becomes:

         max L α i( ) = α i −
1
2

α iα j yi y j xi ,xj
i, j
∑

i
∑ ..........(1)

                               s.t. 0 ≤α i ≤C1  ...............................(2)

                                      α i yi = 0
i
∑  .....................................(3) 

Therefore, w and b can be computed as follows: 

                                    w = α ixi yi
i
∑ ...................................(4)

            b = 1
n

w ⋅xs − ys( )
s

n

∑ xs :xi α i > 0 ∀i  .............(5) 

where n is the number of support vectors xs, which correspond to 
the subset of objects xi such that αi > 0 ∀i. 

Thus, the output of a test object z is given by:

                y =
positive class if  w ⋅ z − b ≥1  
negative class if  w ⋅ z − b ≤ −1

⎧
⎨
⎪

⎩⎪
 ................(6) 

In this work, we use a soft-margin SVM with a Gaussian kernel 
function, which is a popular choice in the literature because of its 
good performance in classification tasks. 

2.2 Generative approach 
The key to being able to properly detect flawed cases in their 
absence at training is a model that can learn the underlying 
phenomenon described by only one type of data. This is basically 
what one-class classifiers intend to do: they fit a model to a set of 
data assumed to be drawn from the same distribution in order to be 
able to generalise to further unknown cases, ie learn a concept in 
the absence of counter-examples. 

There is a considerable number of one-class classification 
algorithms proposed in the literature. Tax, in his doctoral 
dissertation, describes several methodologies to follow when 
designing this type of learning machine[10] and discusses additional 
issues, such as combination strategies for one-class classifiers and 
robustness. 

In the cited work, mainly three approaches for building one-class 
classifiers are discussed: density estimation methods, boundary 
methods and reconstruction methods. Density methods basically 
consist of estimating the parameters of a preassumed underlying 
density function of the data and defining a rejection threshold for 
outlying objects. A common choice of the probability model is the 
Gaussian function; however, it has been shown that a single normal 
distribution does not provide a flexible enough model for achieving 
good generalisation. Hence, mixtures of Gaussians have been 
introduced to improve the performance in operation[12]. Moreover, 
kernels have also been used with density estimation methods to 
achieve further flexibility[13]. 

One of the shortcomings of density estimation methods is 
that in order to fit these models with an acceptable likelihood, a 
considerable number of training samples should be available for 
training, which is not always the case. Boundary methods were 
proposed as an alternative to overcome this issue given that they 
only require borderline data to describe the domain of a class. 

An example of such methods is the k-centres algorithm[14]. 
Similar to the k-means clustering algorithm[15], this method builds 
a boundary around data by means of k small hyperspheres centred 
in training objects chosen with a search heuristic, also called 
support objects. This algorithm has the risk of over-fitting when k 
approaches the size of the training set, therefore the convergence 
criterion should be chosen carefully. Moreover, the algorithm does 
not consider the presence of outlying observations, which could 
also lead to over-fitting by design. 

In this work, we chose a boundary method named support 
vector domain description (SVDD) as our one-class approach for 
anomaly detection because of its proven capabilities in these tasks. 
The SVDD is a model for classification proposed in 1999 by Tax 
and Duin[16] based on the structural risk minimisation principle of 
Vapnik’s SVM. However, contrary to the SVM, it aims to describe 
the optimal hypersphere around a given set of target objects instead 
of the optimal hyperplane. This hypersphere is characterised by a 
centre a and a radius R, as follows: 

                  

min ∈ R,a,ξ( ) = R2 +C2 ξi
i
∑

 s.t. xi − a
2
≤ R2 + ξi ξi ≥ 0,∀i

Similar to the SVM, this problem can be expressed in its dual 
form by introducing Lagrangian multipliers and generalising the 
inner product between vectors by a kernel function:

        max L α i( ) = α i xi ,xi −
i
∑ α iα j xi ,xj

i, j
∑  .........(7)

                               s.t. 0 ≤α i ≤C2  ...............................(8)



                                       α i = 1
i
∑  .......................................(9) 

In this case we can compute a and R as follows: 

                                    a = α ixi
i
∑ .....................................(10)

                 R2 = xs − a
2
xs :xi α i > 0 ∀i  ................ (11) 

where xs is one of the support vectors identified by their respective 
positive αi in the same manner as in the SVM. 

Thus, a test object z will be accepted by the description if the 
distance z − a

2
  is smaller than or equal to R:

                   y =
accepted  if  z − a

2
≤ R2

rejected  if  z − a
2
> R2

⎧

⎨
⎪

⎩
⎪

 ...................(12) 

Note that contrary to the SVM, the SVDD does not make use of 
sample labels yi as the existence of a unique class being modelled is 
assumed, therefore the decision rule (12) only acts as accepting or 
rejecting test objects, and not assigning an explicit label as in (6). 

In this work, we consider an improvement to the SVDD proposed 
in[17]. This variation aims to allow more objects to be fitted into the 
description and accepted as targets, enhancing its generalisation 
ability and avoiding over-fitting. The method basically widens 
the boundary obtained by the SVDD in terms of its closeness to 
target objects: the closer the training objects are on average to the 
boundary, the wider the new boundary will be and the more new 
testing objets will be accepted. According to the original statement, 
a test object will be considered as an outlier if the following two 
conditions are violated: 
1. It is enclosed by the SVDD boundary; 
2. The ratio of its distance to its nearest boundary point to the 

average distance of all enclosing objects to their boundary point 
is not greater than a given decision threshold. 

Thus, objects which are accepted by the SVDD boundary are 
also accepted by the improved boundary, whereas objects which 
are rejected by the SVDD boundary will not necessarily be rejected 
by the proposed decision boundary. 

Similar to the SVM, we also use the Gaussian kernel function 
with the SVDD. 

Further reading about the SVDD, its variations and some 
interesting applications can be found in[18,19,20,21]. 

3. Results 
We performed computer simulations to assess the validity of our 
hypothesis using data from a real-world engineering application 
addressed in[6,7,8]. In the following, we describe the components 
of our experimental set-up: data acquisition and pre-processing, 
performance measures and validation scheme. 

The ground truth built for experimentation consists of several 
regions observed in 50 radioscopic images obtained from the 
GDXray Database[22] 1. These observations are represented in 

405-dimensional feature vectors extracted using geometric and 
intensity indexes and labelled as regular structures (negative cases) 
or defects (positive cases), accounting for a total of 22,936 examples, 
from which only 60 correspond to the positive class. Volumes 
of data such as this require a reduction stage for computational 
feasibility. Thus, we performed a redundancy removal stage (both 
feature and example-wise) to allow convergence in a reasonable 
amount of time. 

We selected 28 of the 405 features, according to the suggestions 
in[7]. The authors perform a two-stage feature selection process, in 
which preselection is conducted through ROC analysis and Fisher’s 
discriminant, and then the final selection is performed employing 
the sequential forward selection method[23]. We normalised the 
values of these features between 0 and 1 following widely-known 
suggestions about the usage of the classifiers employed in this 
work. 

We considered two approaches for example removal: removing 
samples of the majority class with more than a given percentage 
of correlation, as suggested in[6]; and simply removing samples of 
the majority at random (this way we can also evaluate whether it is 
strictly necessary to implement the first (costly) method to achieve 
optimal results). We generated datasets by removing majority 
class objects from the ground-truth sample with more than 96%, 
97%, 98% and 99% of correlation (as suggested in the cited work), 
which resulted in reduced datasets with imbalance ratios of 1:3, 
1:5, 1:11 and 1:44, respectively. Thus, we also removed at random 
99.3%, 98.8%, 97.0% and 88.5% of the ground-truth majority 
class samples in order to produce matching datasets in terms of 
imbalance ratio with the instances generated using the correlation 
method. It should be noted that the minority class is not affected by 
any of the two under-sampling strategies, therefore all the reduced 
datasets contain the 60 flawed cases. A summary of the under-
sampled datasets is presented in Table 1. 

In Figure 1(a) we can see the ground-truth composed of 22,936 
samples in a bi-dimensional subset of the feature space. In Figure 
1(b) we show all available defects, regular structures randomly 
under-sampled, in particular the negative samples in dataset RAND 
99.3%, and regular structures under-sampled using the correlation 
method, in particular the negative samples in dataset CORR 96.0%. 
We show the data in these particular sets because they are the ones 
with greater numbers of samples in the majority class and therefore 
provide a good visual representation of the distribution of samples 
according to the under-sampling method.

 We can see in Figure 1(b) that flaws are somewhat clustered in 
the centre of the Figure; randomly under-sampled regular structures 
are clustered in the same manner towards the left of the Figure 
and non-correlated normal cases are scattered all across the range. 
The high variance of non-correlated samples can be attributed to 
the fact that most redundant samples are, by design, discarded in 
the resampling stage. In contrast, the random sample of majority 
class instances preserves the original distribution of data shown in 
Figure 1(a). 

We employed different forms of the SVM and SVDD as the 
base classifiers of our experimental study. In order to assess their 
maximum performance we tuned the parameters for each dataset 
using 10-fold cross validation and maximising the geometric 
mean of the sensitivity and specificity (G-mean), defined as the 

Table 1. Dataset description. Prefixes CORR and RAND indicate that the datasets were under-sampled using the correlation method 
or randomly, respectively

CORR CORR CORR CORR RAND RAND RAND RAND

All data 96.0% 97.0% 98.0% 99.0% 88.5% 97.0% 98.8% 99.3%

Positive 60 60 60 60 60 60 60 60 60

Negative 22876 98 215 640 2568 2631 687 275 161

Ratio 1:381 1:3 1:5 1:11 1:44 1:44 1:11 1:5 1:3

1available online at http://dmery.ing.puc.cl/index. php/material/gdxray
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square root of the product between these measures over the testing 
set in order to optimise their generalisation. In doing so, overall 
performance is optimised while maintaining a balance of both class 
accuracies, contrary to optimising the error rate, which could lead 
to useless unspecific and insensitive classifiers in scenarios with 
imbalanced class distributions, such as in our case of study[24]. 

We compare four forms of the aforementioned methods: two 
SVDD models, one which uses only positive data for training 
(SVDD+) and another which uses only negative data (SVDD); and 
two SVM models, one which learns from the resampled datasets as 
they are (SVMu) and another which learns from a balanced version 
of the resampled datasets, that is randomly replicating defects until 
the balance ratio is 1:1. We considered this case of SVM because 
it is widely known that class imbalances tend to bias the decision 
boundary of hyperplane-based error minimisation algorithms in 
favour of the majority class. Note that SVDD– is the method that 
seeks to recognise defects without prior knowledge of them, and 
hence is the main focus of this study. 

In Table 2, we report the values for the parameters of each 
classifier that maximise the G-mean in each dataset of study. 
Parameter γ represents the width of the Gaussian kernel used 
in both approaches, C is the soft-margin parameter of the SVM 
and T is the threshold of the extended boundary of the SVDD. 
The SVDD’s constant C (not displayed) was fixed to allow a 
rejection fraction of 10% of the objects in each case. We performed 
an exhaustive search for these parameters: the SVDD’s γ in the 

range [0:1; 1:0] and T in [0:1; 10:0]; and the SVM’s C and γ in 
progressively growing powers of 2 according to the suggestions 
in[25]. In Tables 3 and 4, we report the G-mean and class accuracies, 
respectively, obtained in the tuning routines. 

Based on the analysis of these preliminary G-mean values, 
we can say that the discriminant approach has better performance 
than the generative one. Even though the performance of SVDD– 
increases as a function of the correlation cut-off point, it is 
significantly inferior to that of SVMu for the same set of instances. 
In the case of randomly under-sampled data we can see a similar 
situation. SVDD– shows a significantly superior performance 
in the datasets equivalent to the smaller ones under-sampled by 
correlation, however it is still below the performance of SVMu 
in any case. This could be due to the fact that the undersampling 
method applied to the majority class directly affects the specificity 
of SVDD–, being 0.7356 in CORR 96.0% and 0.9507 in RAND 
99.3%, meanwhile sensitivity only varied from 0.7333 to 0.8000, 
respectively. 

On the other hand, we can see that training the SVDD– with 
98.8% of the samples randomly removed (RAND 98.8%) results 
in detecting all the flaws in the tuning test, similar to the SVMu 
in the dataset under-sampled at 96% of correlation, but with more 
errors in the majority class. This result is very interesting as it 
conceptually means being able to recognise objects of an unknown 
type only with knowledge of a random sample of majority class 
objects. In other words, the model achieves good generalisation in 
objects which are not from the known class. 

We can also see that SVDD+ has arguably better performance 
than SVMu, maximising its G-mean when trained on dataset 
CORR 97.0%. However, it should be indifferent to the dataset as 
it only considers minority class samples in the routine. The slight 
differences in performance across all datasets are due to the fact 
that these values are computed over the testing partition of data in 
the cross-validation stage, which varies from one dataset to another. 

The last and most obvious observation is that SVMb 
outperforms every other method approaching the results reported 
in[6] when trained with dataset RAND 88.5%. We expected that it 
would at least outperform SVMu, since that method is trained with 
imbalanced data, however it is interesting that again the random 
under-sampling technique reported better results than the one 
described in the cited work. 

We selected the training set that reported the best G-mean for 
each method and performed 100 runs of 10-fold cross-validation 
training with the selected data and testing with all available 
samples. In Table 5, we report the mean and standard deviation of 
traditional performance measures for the four cases of particular 
interest mentioned earlier: the SVDD trained with negative cases 
undersampled randomly at 98.8%; the SVDD trained with positive 
cases only (which is indifferent from the dataset used); the SVM 
trained with objects from both classes under-sampled with the 
correlation method at 96.0%; and the SVM trained with a balanced 

Table 2. Values that maximise the G-mean of the classifiers for each instance

SVDD– SVDD+ SVMu SVMb

T γ T γ C1
u γ C1

b γ

CORR 96.0% 3.3000 0.7000 2.0000 0.9000 1.0E+03 1.0000 8.0E+00 0.5000

CORR 97.0% 9.4000 0.5000 3.3000 0.8000 1.0E+03 3.2000 3.3E+04 8.0000

CORR 98.0% 5.8000 0.4000 2.6000 0.8000 3.0E+02 0.1000 3.3E+04 8.0000

CORR 99.0% 0.1000 0.5000 3.0000 0.8000 3.0E+02 0.3000 3.3E+04 8.0000

RAND 88.5% 2.6000 0.3000 1.6000 0.9000 1.0E+04 0.9000 3.3E+04 8.0000

RAND 97.0% 2.1000 0.4000 2.4000 0.8000 1.0E+04 0.1000 3.3E+04 0.0312

RAND 98.8% 0.6000 0.7000 2.7000 0.8000 1.0E+04 0.1000 3.3E+04 8.0000

RAND 99.3% 0.5000 10.0000 3.7000 0.9000 1.1E+03 0.1000 3.3E+04 8.0000

Figure 1. Bi-dimensional plot showing all defects and regular 
structures: (a) defects and regular structures randomly 
under-sampled and regular structures under-sampled using 
the correlation method (CORR 96.0%); (b) the horizontal axis 
corresponds to the contrast based on crossing line profile 
(CLP) and the vertical axis to the logarithm of the difference 
between maximum and minimum of CLP



version of dataset RAND 88.5%. These results provide a better 
representation of the performance of the methods as we assessed 
the performance over all available data, that is the 22,936 examples. 
The low standard deviation accounts for the stability of the results.

 We can see that SVMu is able to accurately detect all the flaws in 
nearly all the experiments, however, it achieves a low performance 
in recognising non-flawed samples in contrast to the findings of the 
authors in[6]. On the other hand, SVDD– achieves a sensitivity of 
0.9786, which indicates that on average it misses only 1 out of 60 
known flaws. This is arguably acceptable performance considering 
the fact that the model has no prior knowledge of the flawed cases. 
In terms of specificity, these are not the brightest approaches. In 
fact, SVDD– reports the highest false positive rate, which can lead 
to excessive load for a human inspector if these cases should be 
manually confirmed in operation. 

In general terms, the best approach seems to be SVMb, which 
optimises the performance in G-mean across all methods and also 
reports the best balance between class accuracies. SVDD+ also has 
comparable performance and, interestingly enough, it only needs a 
few objects from the positive class to be trained, avoiding an under-
sampling stage. 

Even though the results are not as comparable as we 
expected, it is still interesting to note that SVDD– is able to make 
decisions about an unknown phenomenon, from which it could 
be prohibitively expensive to collect data, achieving reasonable 
performance. It is more interesting to note that SVDD– achieves 
its optimal performance when it is trained with randomly under-
sampled data, which is considerably simpler and computationally 

more efficient than the correlation approach used in the cited work. 
The same applies for SVMb. The correlation-based under-sampling 
method seems to be useful only for SVMu, which follows a similar 
methodology as in[6]. 

The high performance of SVDD– on randomly under-sampled 
datasets may be attributed to the distribution of data observed in 
Figure 1(b), which eases the task of fitting a closed boundary to the 
distribution when it is well-defined in feature space. In the same 
manner, the high variance of the majority class in non-redundant 
datasets poses additional difficulties for this type of classifier. 

A t-test for the G-mean of SVMb and SVDD+ (the most 
competitive methods of each approach) reveals that SVMb is 
significantly better than the generative model with a confidence  
of 95%. 

In Figure 2, we show the receiver operating characteristic 
curves (ROC) of the four selected models and their respective 

Table 4. Mean class accuracies of testing performance on a single run of 10-fold cross-validation

Sensitivity Specificity

SVDD– SVDD+ SVMu SVMb SVDD– SVDD+ SVMu SVMb

CORR 96.0% 0.7333 0.9500 1.0000 1.0000 0.7356 0.9689 0.9800 0.9678

CORR 97.0% 0.7667 0.9667 0.9833 0.9859 0.7394 0.9669 0.9857 1.0000

CORR 98.0% 0.9000 0.9500 0.9833 0.9969 0.7063 0.9422 0.9812 0.9984

CORR 99.0% 0.7500 0.9667 0.9000 1.0000 0.8061 0.8886 0.9965 0.9981

RAND 88.5% 0.9500 0.9500 0.9500 1.0000 0.8674 0.9658 0.9966 0.9992

RAND 97.0% 1.0000 0.9500 0.9833 1.0000 0.8297 0.9607 0.9957 0.9971

RAND 98.8% 1.0000 0.9500 0.9833 0.9926 0.8328 0.9745 0.9890 0.9926

RAND 99.3% 0.8000 0.9833 1.0000 1.0000 0.9507 0.8754 0.9750 0.9875

Table 5. Mean and standard deviation of testing performance on all known data for 100 runs of 10-fold cross-validation. Methods were 
trained with the data that maximised their G-mean in the tuning routine

Method Configuration Error Sensitivity Specificity G-mean

SVDD– RAND 98.8% 0.17062 ± 0.00869 0.97860 ± 0.01748 0.82898 ± 0.00872 0.90063 ± 0.00859

SVDD+ Indifferent 0.05495 ± 0.00854 0.99477 ± 0.00881 0.94492 ± 0.00858  0.96949 ± 0.00410

SVMu CORR 96.0% 0.09628 ± 0.00875 0.99997 ± 0.00074 0.90346 ± 0.00877 0.95048 ± 0.00462

SVMb RAND 88.5% 0.00188 ± 0.00025 0.95235 ± 0.01920  0.99824 ± 0.00026 0.97497 ± 0.00983

Figure 2. ROC curves of the four methods over all available data

Table 3. Mean G-mean of testing performance on a single run of 10-fold cross-validation

SVDD– SVDD+ SVMu SVMb

CORR 96.0% 0.7238 0.9579 0.9897 0.9831

CORR 97.0% 0.7350 0.9660 0.9840 0.9928

CORR 98.0% 0.7937 0.9453 0.9820 0.9976

CORR 99.0% 0.7744 0.9262 0.9451 0.9990

RAND 88.5% 0.9071 0.9571 0.9722 0.9996

RAND 97.0% 0.9108  0.9537 0.9891 0.9985

RAND 98.8% 0.9119  0.9611 0.9860 0.9925

RAND 99.3% 0.8681 0.9263 0.9872 0.9936

370 Insight Vol 55 No 7 July 2013



Insight Vol 55 No 7 July 2013                                                                                                                                                            371                                                                                                                                                
                                                         

areas under curve (AUC). We can confirm the previously discussed 
observations about class accuracies. SVMb clearly shows the best 
sensitivity-specificity trade-off and the highest AUC. The curves of 
SVMu and SVDD+ are somewhat similar and skewed towards the 
false positive rate, which explains their relatively low specificities. 
SVDD– shows the smaller AUC and an overall weak trade-off 
achieving acceptable sensitivity when specificity is far too low. 

4. Conclusions 
In this work, we have proposed a generative strategy to detect 
defects in aluminium castings, which only learns from regular 
structures in order to dispense with positive cases in a real-world 
scenario where this information could be prohibitively expensive 
to acquire. We showed that the methodology achieves acceptable 
results using simpler techniques and less data, which are clear 
advantages over existing discriminant approaches. 

Even though SVDD– is the weaker method in terms of 
performance, we believe it provides interesting advantages that 
could be useful in related applications and promising results that 
could be improved in future work. In any case, the generative 
method SVDD+ shows comparable results to the discriminative 
SVMu, when being trained with considerably less data and, more 
importantly, avoiding a majority class resampling stage. 

Given that SVMb outperforms SVMu, we would highly 
recommend using a hybrid under/over-sampling strategy to feed 
discriminant classifiers at training, such as the one used in this work. 
Even though the performance of SVMb on balanced non-correlated 
datasets is also acceptable, we show evidence that random under-
sampling yields better results and with less computational burden. 

Future work will consider studying more advanced learning 
strategies to enhance the performance of the proposed methodology 
in the negative class in order to reduce the false alarm rate and 
enable the approach to be used in a real-world scenario. 
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