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a b s t r a c t
We are interested in the scheduling problem where there are several different resources that determine
the speed at which a job runs and we pay depending on the amount of each resource that we use.
This work is an extension of the resource dependent job processing time problem and the energy aware
scheduling problems. We develop a new constant factor approximation algorithm for resource cost aware
scheduling problems: the objective is to minimize the sum of the total cost of resources and the total
weighted completion time in the one machine non-preemptive setting, allowing for arbitrary precedence
constraints and release dates. Our algorithm handles general job-dependent resource cost functions. We
also analyze the practical performance of our algorithms, showing that it is signiﬁcantly superior to the
theoretical bounds and in fact it is very close to optimal. The analysis is done using simulations and real
instances, which are left publicly available for future benchmarks. We also present additional heuristic
improvements and we study their performance in other settings.
© 2018 Elsevier B.V. All rights reserved.

1. Introduction
Managing non-renewable resource consumption is fast emerging as a problem of critical importance. There is always a tradeoff between resource consumption and performance: more resource consumption typically results in better performance, but at
a higher cost. This trade-off also arises in many scheduling problems, where resource management decisions must be combined
with the scheduling decisions to optimize a global objective.
Recently, scheduling problems in which one has to trade
scheduling performance with metrics such as completion time or
ﬂow time, with CPU processing speed, and therefore the energy
consumed, have been extensively studied. However, the problem
of balancing resource consumption with scheduling performance
was proposed much earlier. Vickson (1980) observed that in many
practical settings, the processing time of a job depends on the
amount of resources (e.g. catalizer, workforce size, energy, etc.) utilized, and the relationship between resource utilization and processing time depends on each job’s characteristics. Other examples
of scheduling problems with resource dependent job processing
times include repair and maintenance processes (Duffuaa, Duffuaa,
Raouf, & Campbell, 1999); ingot preheating processes in steel mills,
where the batches need to be scheduled and the amount of gas
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used and the concentration level determine the time required to
preheat the ingots (Janiak, 1991; Williams, 1985); many workforce
intensive operations; VLSI circuit design (Monma, Schrijver, Todd,
& Wei, 1990); project scheduling with resource constraints in mining operations (Herroelen & Leus, 2005; Muñoz et al., 2017), and
more recently processing tasks in a CPU, where the job processing
times depends on CPU speed, the available RAM, bus speed, as well
as other system resources (Albers, 2010). Although the CPU setting
has mostly been studied as an online problem, due to its importance in cloud computing online services, it is also very relevant in
the oﬄine setting. Scientiﬁc computation and simulations like the
ones required in astronomical studies (Lagos et al., 2018; Muñoz
Arancibia et al., 2015; Stevens et al., 2017) or recurrent batch processes that are scheduled to run at speciﬁc intervals all run in an
oﬄine setting, where users know or at least have a good estimation of their processing times.
1.1. Previous work
The literature on resource dependent job processing time problems has mainly focused on two models. In the ﬁrst model the
processing time pi of job i is piece-wise linear function of the resource consumption level ui , of the form pi (ui ) = min{ pi , bi − ai ui },
where ai , bi are job parameters and pi is the smallest possible
processing time (Cheng, Janiak, & Kovalyov, 2001, 1998; Daniels,
1990; Daniels & Sarin, 1989; Janiak, 1987; Janiak & Kovalyov, 1996;
Van Wassenhove & Baker, 1982; Xu, Feng, & Ke, 2011). In more
recent work, the processing time as a function of the resource
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consumption level is assumed to be a decreasing, convex function of the form pi (ui ) = (ρi /ui )k for some ρ > 0 and k > 0 (Kaspi
& Shabtay, 2006; Shabtay & Kaspi, 2004; Shabtay & Steiner, 2011;
Wang & Wang, 2011). The primary justiﬁcation for this model is
that it captures the decreasing marginal improvements that are observed in practical applications (Shabtay & Kaspi, 2004).
The trade-off between resource consumption and performance
is modeled in several different ways. In Cheng et al. (2001, 1998),
Daniels (1990), Daniels and Sarin (1989), Kaspi and Shabtay (2006),
Shabtay and Steiner (2011), and Van Wassenhove and Baker (1982),
the authors consider a bicriteria approach where the objective is
to reduce resource consumption, and simultaneously optimize the
scheduling metric. On the other hand, Janiak (1987), Janiak and Kovalyov (1996), Shabtay and Kaspi (2004), Wang and Wang (2011),
and Xu et al. (2011) optimize the scheduling performance for a
given bound on the available resource or vice versa. A survey with
different approaches to these problems can be found in Shabtay
and Steiner (2007).
Energy aware scheduling of computing tasks is an important
example of resource aware scheduling problems, and has received
much attention recently (Albers, 2010; Andrew, Lin, & Wierman,
2010; Atkins, Aupy, Cole, & Pruhs, 2011; Bansal, Bunde, Chan, &
Pruhs, 2008; Bansal, Chan, Lam, & Lee, 2010; Bansal & Pruhs, 2005;
Chen, Kuo, & Lu, 2005; Irani, Shukla, & Gupta, 2007; Jawor, 2005;
Kwon & Kim, 2005; Yun & Kim, 2003). Data centers use a large
amount of energy. For example, the main search engines in the U.S.
consume more than 60 0 0 times the energy consumed by an average U.S. households (Comscore, 2016; DOE, 2011; Google, 2009).
CPUs account for 50–60% of a typical computer’s energy consumption (Albers, 2009); consequently, CPU energy management is especially important for laptops and other mobile devices. It is clear
that when scheduling computing tasks, it is important to take both
the relevant scheduling quality of service (QoS) metrics such as
makespan, weighted completion time or weighted ﬂow time, and
the energy consumption into account. Modern CPUs can run at
multiple speeds; the lower the speed, the less energy used, and the
relationship is device-dependent but typically superlinear. Thus,
the energy consumed can be controlled by speed scaling.
In the literature the power P consumed is a polynomial function of speed s of the form P (s ) = sβ for some constant β ∈ [2, 3].
Recent work uses a more general power function with minimum
regularity conditions, like non-negativity, but in all the cases the
power function is not job-dependent since the jobs are homogeneous (Andrew, Wierman, & Tang, 2009; Bansal, Chan, & Pruhs,
2009). Our approach allows job-dependent power functions, and
thus can be applied to a more general class of problems outside
this speciﬁc setting. Furthermore, most energy aware algorithms
assume cost functions that are closely related to energy consumption; however in practice, the actual energy cost is not simply a
function of energy consumption, it is a complicated function of
discounts, pricing, time of consumption, etc. That observation motivated our consideration of a more general class of cost functions
that are only restricted to be non-negative. We are not aware of
any other work that allows such general costs.
There are three main settings for energy aware scheduling
problems: optimizing a QoS metric with an energy budget (Pruhs,
Stee, & Uthaisombut, 2007; Pruhs, Uthaisombut, & Woeginger,
2008), minimizing energy subject to a QoS constraint (Bansal et al.,
2008; Bansal, Kimbrel, & Pruhs, 2004, 2007a; Yao, Demers, &
Shenker, 1995), or optimizing some combination of a scheduling objective and energy consumption (Albers & Fujiwara, 2007;
Andrew et al., 2009; Bansal et al., 2009; Bansal, Pruhs, & Stein,
2007b). Our work is in the third setting. Implicit in the last criterion is the assumption that both energy (or any resource for
that matter) and time can be (implicitly) converted into a common unit, such as dollars. The prior work on speed scaling al-

gorithms assumes that the energy cost is only a function of the
speed. We allow for the cost to be dependent on all the resources
being utilized. For example, in the context of scheduling computational task, we can allow for the cost to be dependent on the CPU
speed, the RAM utilized, and bus bandwidth, and we need to know
the relation between these factors and the speed at which we can
process jobs.
In this paper, we consider the commonly studied scheduling
metric, weighted completion time. This metric has not received attention in the resource or energy cost aware scheduling literature, even though it has applications in several different areas
such as software compilers, instruction scheduling in VLIW processors, MapReduce-like systems, manufacturing processes, and maintenance procedures among others (Chang et al., 2011; Chekuri &
Khanna, 2004; Chekuri, Motwani, Natarajan, & Stein, 2001; Pinedo,
2008). In all these applications there are related resources that can
be used to control the speed at which jobs are processed, which
should be taken into account. For example, in maintenance and repair procedures, the processing time of a job can depend on the
workforce size, spare parts inventory levels, energy consumption,
training, etc. Furthermore, in many settings jobs have precedence
constraints as well, something that has not been dealt with in the
current literature.
Given a schedule in which job i with weight wi and release time
ri is completed at time Ci , the total weighted completion time is

given by
i wiCi . We consider the non-preemptive, oﬄine problem on one machine, and allow arbitrary precedence constraints
and arbitrary release dates as well. Our objective is to minimize
the sum of our scheduling metric and the total resource consumption cost. We are not aware of any previous work on resource cost
aware scheduling or energy aware scheduling algorithms for this
metric, although there is a rich literature on minimizing weighted
completion time in the absence of energy concerns (e.g. Phillips,
Stein, and Wein (1998), Pinedo (2008), and Skutella (2006)).
Minimizing weighted completion time is well studied in the
combinatorial scheduling literature. Phillips et al. (1998), Hall,
Schulz, Shmoys, and Wein (1997), and Hall, Shmoys, and Wein
(1996) introduced the concept of α -points that has lead to small
constant factor approximation algorithms for many scheduling
problems (Skutella, 2006). In the α -point approach, the scheduling
problem is formulated as an integer program in terms of decision
variables xit that is 1 if job i completes at time t. The α -point of
each job is deﬁned as the earliest time at which an α fraction of
the job has completed in the linear relaxation. The jobs are ordered
in the order of their α -points and run in non-preemptive fashion.
There are many variants and extensions of this technique, including choosing α randomly (Chekuri et al., 2001; Goemans, 1997) or
choosing a different α for each job (Goemans, Queyranne, Schulz,
Skutella, & Wang, 2002). We extend α -point technique by deﬁning α -speeds that are achieved by time-sharing between resource
operating points.
1.2. Our results
We make several contributions to the problem of scheduling
with non-renewable resources:
•

•

•

We introduce a model that extends the previous cost models (linear, convex, and other energy models) by allowing a
more general relation between job processing time (or equivalent processing speed) and resource consumption.
We further generalize the problem by allowing arbitrary precedence constraints and release dates.
We give approximation algorithms for minimizing an objective
that is a combination of a scheduling metric (weighted completion time) and resource consumption cost.
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•

•

We introduce the concept of α -speeds, which extend the α points technique to problems with multiple speeds.
We show that these algorithms have small constant approximation ratios and also demonstrate the effectiveness of the algorithms via experiential results.

Cost model. We consider a more general model of resource cost
than has previously been used. As noted previously the resource
dependent job processing time literature either focuses on job’s
processing times that depend linearly on resource consumption or
a convex relation of the form (ρ i /ui )k , generally considering only
a single resource. Our setting captures both of these models by
considering an arbitrary non-negative speed function S  (i ) , where
 (i) ∈  = { (1) , . . . ,  (q) } denotes one of the q allowable operating points of the resources. We also generalize the resource cost,
which is generally linear in the literature, by considering an arbitrary non-negative job-dependent resource cost function Ri ( (i ) ).
Main result. Our paper contains results for two related scheduling problems, we state here the most general result:
Theorem 1.1. Given n jobs with precedence constraints and release
dates and a general non-negative resource cost function, there is an
O(1)-approximation algorithm for the problem of non-preemptively
minimizing a weighted sum of the completion time and resource cost.
The constants in the O(1) are modest. Given some  > 0, the algorithm has a (4 +  )-approximation
ratio when only precedence
√
constraints exist, and (3 + 2 2 +  )-approximation ratio when release dates are added. Through simulations and real instances, we
also show that the bounds are much better in practice. It is important to note that we assume that job processing times are known
in advance (in the oﬄine setting) or when the job arrives (in the
online setting), and that the relationship between the resource
consumption and the processing speed is also known beforehand.
1.3. Our methodology
In this paper, we extend an interval-indexed IP to handle resource costs and speed scaling, and then design a new α -point
based rounding algorithm to obtain the resulting schedules. In doing so we introduce the new concept of α -speeds. We assume in
Sections 2 and 3 that we have a discrete set of q allowable resource
operating points  = { (1 ) , . . . ,  (q ) }, and that the speed at which
the job is processed is a general non-negative function of the resource operating point. Although the time-indexed IP is used in the
experimental results, we will describe only the interval-indexed
linear programs in this paper. In our interval-indexed IP, a variable
xijt is 1 if job i runs at resource operating point (j) and completes
in interval t. We can then extend the standard interval-indexed integer programming formulation to take the extra dimensions of resource consumption and speed into account (see Section 2 for details). Once we have solved its linear program relaxation (LPi), we
need to determine both an α -point and α -speed. The key insight
is that by “summarizing” each dimension appropriately, we are
able to make the correct choice for the other dimension. At a high
level, we ﬁrst choose the α -point by “collapsing” all pieces of a job
that completes in the LPi in interval t (these pieces have different
speeds), being especially careful with the last interval, where we
may have to choose only some of the speeds. We then use only the
pieces of the job that complete before the α -point to choose the
speed, where the speed is chosen by collapsing the time dimension and then interpreting the result as a probability mass function
(pmf), where the probability that the job is run at speed S  ( j ) depends on the total amount of processing done at that operating
point. We then deﬁne the concept of α -speeds, which is related to
the expected value under this pmf, and run the job at this speed
(see Section 3 for more details). We combine this new rounding
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method with extensions of the more traditional methods for dealing with precedence constraints and release dates to obtain our
algorithm.
After presenting our algorithm and approximation analysis, in
Section 4 we further study the energy aware setting, where the
only operating point decision is energy consumption and thus
speed (i.e. Ss = s) and the relationship between speed and power
β −1
consumption is of the form Ei (si ) = vi ρi si , for some vi > 0 and
β > 2, with ρ i denoting the machine cycles (i.e. CPU operations)
required by job i.
Finally, in Section 5 we study our algorithm empirically through
simulations and real-life instances, showing that it performs very
close to optimal. Furthermore, we also study a heuristic improvement that results in even better performance. We also study the
performance of our algorithm in additional settings like on-line
scheduling, where each job’s arrival time is not known beforehand.

2. Problem formulation
In this section, we formally deﬁne our problem and also give an
interval-indexed linear programming relaxation.

2.1. Problem setting
We are given a single machine that requires p different resources, indexed 1, . . . , p to run. As mentioned in the previous
section, examples of these resources include energy, fuel, maintenance level, wear rate, reaction catalizer, and workforce size.
( j)
The machine has q different resource
operating points

  ∈=
{ (1) , . . . ,  (q) }, where  ( j ) = 1( j ) . . .  p( j ) is described
by a vector of p values, one for each resource. We are also given
a function S : R p → R+ which maps each operating point (j) to
a speed σ j = S  ( j ) , and a function Ri ( ( j ) ), with R () : R p → R+ ,
which denotes the cost of running job i at the resource operating
point (j) . Additionally, we are given n jobs, where job i has a processing requirement of ρ i machine cycles, a release time ri , and an
associated positive weight wi . We may also be given precedence
constraints among the jobs but we do not allow preemption.
A schedule deﬁnes, for each job, a time interval during which it
runs, and a resource operating point from the allowable set to be
used within the interval. As in previous work, we can make some
observations that simplify the structure of a schedule. By time
sharing between different operating points the machine can run at
any point within the convex hull of . We thus extend the domain
of the speed function and the cost function to include points ψ in
(i )

the convex hull of  in the natural way: for ψ (i) such that ψ =
q


λ  ( j ) , with j λ j = 1 and λj ∈ [0, 1], then if ψ = j δ j  ( j ) ,
j=1 j

q
(i )
then S ψ = j δ j S  ( j ) and Ri (ψ ) = j=1 λ j Ri ( ( j ) ). Thus, by
extending our domain in this way, we can assume that each job
runs at one resource operating point, and one speed. We can further assume that a point with lower speed also has lower cost,
for otherwise we could achieve that point by running at a higher
speed and then idling, thereby achieving an even better cost.
Throughout the paper, we will use capital  to denote the input
set of operating points and lowercase ψ to denote points in the
convex hull.
With the above extension, we can deﬁne a schedule precisely
as follows. Let ψ (i) denote the operating point at which job i runs,
(i )

thus si = S ψ denotes the speed at which job i runs in the maρi
chine, and pi =
(i ) , its processing time. Let Ci denote the comSψ

pletion time of job i, and let
= {π (1 ), . . . , π (n )} denote the order in which the jobs are processed, i.e. π (k ) = i implies that job
i is the kth job to be processed. Then Cπ (i ) = max{rπ (i ) , Cπ (i−1 ) } +
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ρπ (i )

is the completion time of the ith job to be processed, with

sπ ( i )

Cπ (0 ) = 0.
The objective is to compute a feasible schedule ( , C), consisting of an order
and completion times C, possibly subject
to precedence and/or release date
and the
 constraints,
 vector of
resource requirements that ψ =
ψ (1) . . . ψ (n) minimizes
the total cost,

f ( , C, ψ ) =

n 


(i )



Ri (ψ ) + wπ (i )Cπ (i ) .

(1)

i=1

For convenience we will use an extended version of the notation of Graham, Lawler, Lenstra, and Rinnooy Kan (1979) to refer to our different resource cost aware scheduling problems, i.e.

1|ri , prec| Ri (ψ (i ) ) + wiCi , will refer to the problem setting with
1 machine, with ri release dates, precedence constraints, and the
weighted completion time as the scheduling performance metric.
(i )
The Ri (ψ ) term indicates that the resource cost is also added as
a performance metric.
We assume, w.l.o.g., that the resource operating points are ordered by speed (slowest ﬁrst), and use σi = S  (i ) to denote the ith
slowest speed. Note that since any speed used is a convex combination of these σ i ’s, we will never consider any speed slower than
σ 1 or faster than σ q (which we denote by σ max ). We also assume
that the resources are given explicitly as part of the input.

1. Each job must ﬁnish in a unique time interval and speed; therefore for i = {1, . . . , n}:
q
T



xi jt = 1.

2. Since only one job can be processed at any given time, the total
processing time of jobs up to time interval It must be at most
τ t units. Thus, for t = {1, . . . , T }:
q
n 
t


i=1

ρi
xi ju ≤ τt .
σ
j
j=1 u=1

Unlike a time-indexed formulation, which divides the time horizon into regular time-steps, the interval-indexed formulation divides the time horizon into geometrically increasing intervals. In
this formulation the completion time of each job is assigned to one
of these intervals. Since the completion times are not associated to
a speciﬁc time, the completion times are not precisely known but
can be lower bounded by the begging of the interval. By controlling the growth of each interval one can obtain a suﬃciently tight
bound.
The problem formulation is as follows. We divide the time
horizon into the following geometrically increasing intervals: [κ ,
κ ], (κ , (1 +  )κ ], ((1 +  )κ , (1 +  )2 κ ], . . . , where  > 0 is an arρmin
bitrary small constant, and κ = σmax
denotes the smallest interval size that will hold at least one whole job. We deﬁne interval It = (τt−1 , τt ], with τ0 = κ and τt = κ (1 +  )t−1 . The interval index ranges over {1, . . . , T }, with T = min{t  : κ (1 +  )t−1 ≥

ρ
maxni=1 ri + ni=1 σ i }; and thus, we have a polynomial number of
1
indices t. Note that since we can only compute a lower bound on
the completion times of jobs ﬁnished in an interval, we may induce an error when comparing the optimal value to the real completion time, but this error can be at most by a factor of (1 +  ).
Let


xi jt =

1, if job i runs at o.p.  ( j ) and completes
in time interval It
0, otherwise

(2)

By using the lower bounds τt−1 of each time interval It , a lower
bound to (1) is written as,

min
x

q
n 
T



Ri ( ( j ) ) + wi τt−1 xi jt .

(3)

i=1 j=1 t=1

The following are the constraints

1|ri , prec| Ri (ψ (i ) ) + wiCi problem:

required

for

the

(5)
ρ

3. Job i running at speed σ j requires σ i time units to be proj
cessed, and considering that its release time is ri , then for
i = {1, . . . , n}, j = {1, . . . , q}, and t = {1, . . . , T }:

xi jt = 0, if

τt < ri +

ρi
.
σj

(6)

4. For i = {1, . . . , n}, j = {1, . . . , q} and t = {1, . . . , T }:

xi jt ∈ {0, 1}.

(7)

5. The precedence constraint i1 ≺ i2 implies that job i2 cannot ﬁnish in an interval earlier than i1 . Therefore for every i1 ≺ i2 constraint we have that for t = {1, . . . , T }:
q
t



xi1 ju ≥

j=1 u=1

2.2. Interval-indexed formulation

(4)

j=1 t=1

q
t



xi2 ju .

(8)

j=1 u=1

It is important to note that this integer program only provides a lower bound for (1); in fact its optimal solution may not
be schedulable, since constraints (5) do not imply that only one
job can be processed at a single time, they only bound the total
amount of work in ∪ t It .
3. Approximation algorithm for weighted completion time
We now describe the approximation algorithm for the weighted
completion time, called Schedule by α -intervals and α -speeds
(SAIAS) which is displayed in Fig. 1.
Let x̄i jt denote the optimal solution of the linear relaxation of
the integer program (3)–(8), in which we change constraints (7) for
xijt ≥ 0. In step 2 of the algorithm we compute the optimal solution
x̄ and in step 3 given 0 ≤ α ≤ 1, we compute the α -interval τiα of
job i, deﬁned as



τiα = min

τ:

q
τ



x̄i ju ≥ α .

(9)

j=1 u=1

Since several jobs may have the same α -interval, let Jt denote
the set of jobs that have It as its α -interval, Jt = {i : τiα = t }, and
we use these sets to determine the order α as described in step
4. The order within a set Jt can be eﬃciently done using topological
sorting of the corresponding jobs.
Next, in step 5, we compute the α -speeds as follows. Since
q τiα
x̄ ≥ α , we deﬁne the auxiliary variables {x˜i jt } as:
u=1 i ju
j=1

⎧
⎨x̄i jt , 

 
 j−1
x˜i jt = max min x̄i jτiα , α − l=1
x̄il τiα − βi , 0 ,
⎩0,
where βi =

q

τiα −1

t < τiα
t = τiα , (10)
t > τiα

x̄i ju < α . Note that for this auxiliary variτiα
able, we have that
x˜ = α . This is a key step that alu=1 i ju
j=1
lows us to truncate the fractional solution so that for every job
i, the sum of x˜i jt up to time interval τiα for each speed j can be
j=1

u=1

q
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Fig. 1. Schedule by α -intervals and α -speeds.

interpreted as a probability mass function. We deﬁne this probability mass function (pmf) μi = (μi1 , . . . , μiq ) on the set of speeds
S = {σ1 , . . . , σq } as
α

τi
1

μ =
i
j

α

x˜i ju .

(11)

u=1

Let sˆi deﬁne a random variable distributed according to the pmf
μi , i.e. μij = P(sˆi = σ j ). Then, the α -speed of job i, sαi , is deﬁned as
follows:

 

1
1
=E
sαi
sˆi

=

q

j=1

μij
1
⇒ sαi =  1  .
σj
E sˆ
i

(12)

We deﬁne the α -speeds using the reciprocal of the speeds since
the completion times are proportional to the reciprocals, and we
need to bound completion times in the analysis of the algorithm.
Note that (11) deﬁnes the fraction of the machine cycles requirement ρ i that must be processed at each operating point (j) to
achieve the α -speed sα
.
i
Finally, in steps 6 and 7 we compute the completion times
given the calculated speeds and return the set of speeds sα and
the schedule ( α , Cα ).
We now analyze this algorithm’s performance both with and
without release dates. In the following subsections we will assume
w.l.o.g. that τ1α ≤ τ2α ≤ . . . τnα .
3.1. Single machine problem with precedence constraints

Theorem 3.1. The SAIAS algorithm with α = 12 is a (4 +  )
approximation algorithm for the 1| prec| Ri (ψ (i ) ) + wiCi problem,
with a general non-negative Ri (ψ ) resource cost function.
Proof. Let OPT denote the optimal value of the instance of the

1| prec| Ri (ψ (i ) ) + wiCi problem.
Let x̄i jt denote the fractional solution of the linear relaxation of
problem (3)–(8), and x˜i ju the auxiliary variables calculated for the
SAIAS algorithm.
Since in (3) the completion time assigned to jobs completed in
interval It is τt−1 , it follows that,
q
n 
T



Ri ( ( j ) ) + wi τt−1 x̄i jt ≤ OP T .

(14)

i=1 j=1 t=1

Let ψ

( i )α

=

q
j=1

μij  ( j ) denote the effective operating point
(i )

ˆ
that achieves the required α -speed, and ψ
deﬁne a random variable distributed according to the pmf μi , just like with sˆi . The resource cost terms of the algorithm’s solution are bounded as follows,

Ri ( ψ

( i )α

q
 (i ) 

 
(i )
ˆ
ˆ ) =
) = Ri ( E ψ
) ≤ E Ri ( ψ
μij Ri ( ( j ) ),

Lemma 3.1. Suppose i1 ≺ i2 . Then (8) implies that τiα ≤ τiα .

where the inequality follows from Jensen’s Inequality applied to
the convex function Ri (). Using the deﬁnition of μij in (11) and
given that 0 ≤ α ≤ 1,  > 0, and x˜i jt ≤ x̄i jt , it follows that,
α

2

Proof. Evaluating the LP constraint (8) corresponding to i1 ≺i2 , for
t = τiα , we have that,

Ri ( ψ

( i )α

)≤

q τi
1 

α

Ri ( ( j ) )x˜i ju ≤

j=1 u=1

T
(1 +  )  
R ( ( j ) )x̄i ju .
α (1 − α ) j=1 u=1 i
q

(16)

2

τiα

q
2


j=1 u=1

τiα

xi1 ju ≥

q
2



xi2 ju ≥ α ,

(15)

j=1

In this section, we analyze our algorithm for the case of precedence constraints but no release dates. We ﬁrst prove that the output of the SAIAS algorithm is indeed feasible.
1

set in a way that is consistent with the precedence constraints,
Lemma 3.1 implies that the SAIAS algorithm preserves the precedence constraints, and, therefore, the output of the algorithm is
feasible.

(13)

Since there are no release date constraints there is no idle time
between jobs and thus,

j=1 u=1

where the last inequality follows from the deﬁnition of τiα . The
2
q τiα2
chain of inequalities implies that
x
≥
α
,
so
τiα ≤
u=1 i1 ju
j=1
1
τ α. 
i2

Since the SAIAS algorithm schedules jobs by ﬁrst ordering the
sets Jt in increasing order of t, and then orders the jobs within each

Ciα =

i

j=1

ρj

=
sαj

i

j=1
α

=

q τj
i 



 

ρ jE

1
sˆj

τα

q
n
i
ρj
ρj
1 
x˜ jlu ≤
x̄ ,
α j=1 l=1 u=1 σl
α j=1 l=1 u=1 σl jlu

1

and from constraint (5) for t = τiα we get, Ciα ≤ α1 ττ α .
i

(17)
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q T
Let C̄i = j=1 t=1
τt−1 x̄i jt denote the optimal fractional completion time given by the optimal solution of the relaxed linq τiα
x̄ > α ;
ear program (3)–(6). Since it is possible that
t=1 i jt
j=1
q τiα −1
q τiα
(1 )
(2 )
we deﬁne Xi = α − j=1 t=1 x̄i jt and Xi = j=1 t=1 x̄i jt −

α , thus Xi(1) + Xi(2) = qj=1 x̄i jτ α , and we can rewrite


j∈{J1 ,...,Jτ α }

≤

α

C̄i =

(1 )

τt−1 x̄i jt + ττiα −1 Xi

(2 )

+ ττiα −1 Xi

+

q
T



τt−1 x̄i jt ,

j=1 t=τiα +1

j=1 t=1

≥ ττiα −1 Xi(2) +

ρj
x˜
σl jlu
j∈{J ,...,J α } l=1 u=1

α

1

τ

i

q
n 
i



ρj
1
x̄ jlu ≤ ττiα ,
σ
α
j=1 l=1 u=1 l

1

i

and because ττ α = (1 +  )ττ α −1 , we get,

Ciα ≤

i

n
n

(1 +  )(1 + α )
(1 +  )(1 + α ) 
wiCiα ≤
w C̄ .
C̄i ⇒
α (1 − α )
α (1 − α ) i=1 i i
i=1

(24)

τt−1 x̄i jt

j=1 t=τiα +1
q
T


j=1 t=τiα +1

Finally, from (15), (21), and (24), it follows that,

ττiα −1 x̄i jt = ττiα −1 (1 − α ).

(19)

n


Ri ( ψ

( i )α

)+

i=1

Because ττ α = (1 +  )ττ α −1 , from (17) and (19) we get that
i
in
)
(1+ ) n
α
α
C̄ , and thus
Ci ≤ α((1+
i=1 wiCi ≤ α (1−α )
i=1 wiC̄i . From this,
1−α ) i

n


wiCiα ≤

i=1

(1 +  )(1 + α )
OP T ,
α (1 − α )

 √

and by setting α = arg min0≤α ≤1

Ri ( ψ

( i )α

)+

i=1

n


wiCiα ≤

i=1

(1 +  )
OP T ,
α (1 − α )

and we set α = arg min0≤α ≤1



1

α (1−α )



=

(20)

1
2,

bound, and get the desired approximation ratio.

to minimize the


√
Theorem
3.2. The SAIAS algorithm with α = 2 − 1 is a (3 +
√

2 2 +  )-approximation algorithm for the 1|ri , prec| Ri (ψ (i ) ) +
wiCi problem, with a general non-negative Ri (ψ ) resource cost function.
Proof. The bounds for the resource cost terms computed in equation (15) are still valid when there is idle time between jobs, and
we have that,

As indicated before, the special case where the only resource is
energy consumption has received special attention. In this setting
the operating point is deﬁned by the speed at which the machine
runs and in general the energy cost of job i running at speed si

A natural improvement one could consider for the SAIAS algorithm is to recalculate the optimal resource operating point once
the order is deﬁned by the SAIAS algorithm. Without loss of generality, we assume that the schedule order computed by the SAIAS algorithm is α = {1, 2, . . . , n}. The following result establishes
that we can compute the optimal resource operating point for each
job (i.e. its processing speed), for any given order, in closed form
(Carrasco, Iyengar, & Stein, 2011).

s∗i

=

β

q

(21)

When bounding the completion time Ciα , given the sorting done
in step 4 of the SAIAS algorithm, now one has to consider all the
jobs up to the ones in set Jτ α , and thus,
i

Ciα ≤

max

j∈{J1 ,...,Jτ α }
i



rj +

ρj

j∈{J1 ,...,Jτ α }

sαj

(22)

i

Since all jobs that have been at least partially processed up
to time interval It need to be released before τ t , it follows that
max j∈{J1 ,...,J α } r j ≤ ττ α . On the other hand, we also have that,
τ

i

i

n i

λ∗jk
, ∀i ∈ {1 , . . . , n},
( β − 1 )vi
k=1

j=i

(26)

where λ∗jk is the optimal solution of the following optimization problem:

max
λ

s.t.:
.

α , the optimal speed at which

Lemma 4.1. Given the schedule order
to run job i is given by



T
(1 +  )  
R ( ( j ) )x̄i ju
α (1 − α ) j=1 u=1 i

T
(1 +  )(1 + α )  
≤
R ( ( j ) )x̄i ju .
α (1 − α ) j=1 u=1 i

β −1

4.1. Heuristic improvement when the schedule order is given

q

)≤

2 − 1, we get the re-

4. Special cases for polynomial energy cost functions

(i )

We now analyze the case with precedence constraints and release dates. Release dates makes the problem somewhat harder
since they can introduce idle times between jobs.

( i )α

=

is of the form Ri (ψ ) = Ei (si ) = vi ρi si , where vi > 0 and β > 2
are constants. Clearly, all the results in Section 3 apply to this setting as well.

3.2. Single machine problem with precedence and release date
constraints

Ri ( ψ

(1+α )
α (1−α )

(25)



quired approximation ratio.

(14), and (16) it follows that,
n


(23)

where the last inequality follows from constraint (5) with t = τiα .
q T
α)
Thus, Ciα ≤ (1+
t=1 τt−1 x̄i jt , (19) is still valid
α ττ α . Since C̄i =
j=1
i

and eliminating the lower terms of the previous sum we get that,
q
T



q
j



τα

α

(18)

C̄i ≥ ττiα −1 Xi(2) +

τα



1

=
sαj

i

i

q τi −1



ρj

n 
i


i=1
i

λi j r j +



=
≥

1

B ρi v i

i=1

j=1

j=1 λi j
λi j

n


wi ,
0,

β

n 
i

j=i k=1

b

λ jk

∀i,
∀ j ∈ {1, . . . , i}, ∀i,

(27)

with b = ββ−1 , and B ≡ β b .
(β −1 )
Proof. Given the order α = {1, 2, . . . , n} the optimal speeds are
given by the solution of the following optimization problem:
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n


min
s

s.t.:

i=1


≥
≥

Ci
si

rj +
0,

i
ρk
k= j sk ,

L ( s, λ ) =

β −1

v i ρi s i

+ wiCi −

i=1

(28)

∀ j ∈ {1, . . . , i}, ∀i,
∀i.

The Lagrangian for (28) is given by
n


given by,

vi ρi sβi −1 + wiCi

n 
i



λi j Ci − r j −

i=1 j=1

i

k= j

π

ρk
sk


, (29)

where λij , j = {1, . . . , i} denotes the dual variables of the release
date constraints in (28) for the ith job. From the necessary coni
∗
ditions for optimality it follows that
j=1 λi j = wi , for all i ∈
{1, . . . , n}, and that the optimal speed for job i is given by (26),
where s∗ and λ∗ are the optimal speeds and optimal dual variables
respectively.
Using (29) it is also easy to show that (27) is the dual problem
of (28). Since λ∗ is its optimal solution, it follows that (26) will
give the optimal speeds. 
Note from (26) that the optimal speed of the ith job only depends of the dual variables of the completion time constraints of
future jobs, and not past ones.
Corollary 4.1. If ri = 0, ∀i, then the optimal speed of job i is given
by

 n

s∗i

=

β

j=i

wj

( β − 1 )vi

,

min G(π ) = min

∀i ∈ {1 , . . . , n}.

(30)

π

G (π ) =

n


nt

(β −1 )v ,

where nt is the number of jobs available at time t, achieves good
competitive ratios. Since Andrew et al. (2010, 2009) consider the
total ﬂow time (i.e. wi = 1, ∀i) and the same energy
 cost function
for all jobs (i.e. vi = v, ∀i) the optimal speed s =

β

n

t
(β −1 )v is iden-

tical to the one given in (30).
Using Lemma 4.1 and Corollary 4.1 one can design an algorithm
that computes the optimal speeds for a given order
in O(n) time,
when there are no release dates, and in O(n2 ) time, when there are
release dates.
4.2. Cases solvable in polynomial time

Theorem 4.1. If wi = w, ∀i or
timal if

wπ ( i )
1

ρπ ( i ) v π ( i )
β

≥

wπ (i+1)
1

ρπ (i+1) vπ (i+1)
β

1

,

1

ρi viβ

= ξ , ∀i then the order

is op-

∀i ∈ {1 , . . . , n − 1}.

Proof. Deﬁne ξi ≡ ρi viβ . Using the dual formulation (27) for the
energy aware setting with no precedence or release date constraints, it follows that the optimization problem of interest is

n


b ⎫
⎬
wπ ( j )

j=i

B ξπ ( i )

n


i=1

.

(31)

⎭

b
=

w

n


B ξπ ( i ) ( ( n − i + 1 ) w ) ,
b

i=1

j=i

⎧
⎪
⎨
b
= Bw ξπ (k ) (n − k + 1 )b + ξπ (k+1) (n − k )b
⎪
⎩
⎫
⎪
⎬
n

+
ξπ ( i ) ( n − i + 1 ) b .
⎪
⎭
i=1
i=k,k+1

Let π k deﬁne the order where we switch jobs k and k + 1 from
order π , i.e. πk (k ) = π (k + 1 ) and πk (k + 1 ) = π (k ). Given this order we have that

G(π ) − G(πk ) = Bwb



ξπ ( k ) ( n − k + 1 ) b

+ξπ (k+1) (n − k )b − ξπ (k+1) (n − k + 1 )b



−ξπ (k ) (n − k )b ,



= Bwb (n − k + 1 )b (ξπ (k ) − ξπ (k+1) )



−(n − k )b (ξπ (k ) − ξπ (k+1) ) ,
= Bwb




ξπ (k) − ξπ (k+1) (n − k + 1 )b − (n − k )b .

By our initial assumption the ﬁrst term is positive (since

ξπ (k+1) < ξπ (k) ) and the second one is always positive, hence
G(π ) − G(πk ) > 0 which is a contradiction, since that implies that
π k has a smaller cost.
When ξ i ≡ ξ , then Theorem 4.1 implies that an order π is optimal then wπ (i ) ≥ wπ (i+1 ) . Let π be an optimal order such that for
some index k, wπ (k ) < wπ (k+1 ) . The total cost for this solution is

G (π ) =

n

i=1

= Bξ

When no precedence constraints and release dates exist, there
are two versions of this problem that can be optimally solved in
polynomial time: when all weights wi are equal, and when all jobs
are of the same size (i.e. ρi = ρ , ∀i) and have the same energy cost
function. For these cases we have the following result:

B ξπ ( i )

⎩ i=1



This result is an extension of the speed rule used in most of
the energy aware scheduling literature for the ﬂow time metric
(Andrew et al., 2010; Andrew et al., 2009). The main result
 here
β



First, when wi ≡ w, Theorem 4.1 implies that in the optimal order ξπ (i+1 ) ≥ ξπ (i ) . By contradiction, let π be an optimal order such
that for some index k, ξπ (k+1 ) < ξπ (k ) . For this order the total cost
is

Proof. By setting ri = 0, ∀i in (27) we note that the maximum
value of this modiﬁed optimization problem is achieved when
λi1 = wi , and thus λi j = 0, for j = {2, . . . , i}. The proof follows by
using these values of λ in (26). 

is that using SRPT as ordering rule and a speed of s =

⎧
⎨
n
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⎨
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+ wπ (k+1) +

n

j=k+2

b
wπ ( i )

+

n
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n

j=i

b ⎫
⎬
wπ ( i )

.

⎭

Let π k deﬁne the order where we switch jobs k and k + 1 from
order π . Given this new order we have
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G ( π ) − G ( πk ) = B ξ

⎧
⎨
⎩

wπ (k+1) +


− wπ ( k ) +

n

j=k+2

n

j=k+2

wπ ( i )

b
wπ ( i )

b ⎫
⎬
⎭

> 0,

since wπ (k+1 ) > wπ (k ) by our initial assumption, which is a contradiction since this result implies that order π k has a lower cost. 
5. Experimental results
In this section, we present an experimental analysis of the performance of the algorithm proposed in this paper. Our experimental setting considers both simulated instances, as well as real instances from a server cluster. There are very few examples of performance analysis in the resource aware scheduling literature. A
notable exception is Andrew et al. (2010). We also present experimental results for other settings not covered in our theoretical results, such as online scheduling and the heuristic improvement.
We restrict our problem to the speed-scaling energy-aware
scheduling case. Thus, we have q different operating points, where
 ( j ) = σ j and S σ j = σ j . We restrict the speeds to the CPU setting
such that σ j+1 = (1 + δ )σ j for some δ > 0. Furthermore, we use the
standard polynomial relationship between speed and energy that
appears in most of the literature, as the resource cost function,
β −1
i.e. for job i the resource cost function is Ri (si ) = Ei (si ) = vi ρi si ,
where vi > 0 is a job parameter, ρi ∈ N+ is the job size, and β = 3.
For each analysis we simulated a large number of randomly generated instances with the following distributions: vi ∼
unif{0, . . . , 40}, wi ∼ unif{0, . . . , 20}, and ρi ∼ unif{1, . . . , 10}. Although the size of the jobs seems small, we also analyzed instances with much larger ones (such as ρi ∼ unif{1, . . . , 100}), as
well as ρ i drawn from bimodal distributions, which are generally
hard for scheduling algorithms, without observing any signiﬁcant
degradation in the performance of our algorithms. This is because
the performance of speed-scaling algorithms depends on the job
density, which in turn depends on the release dates.
Since it is computational inexpensive to test different values of
α , once we solve the LP we test several values of α and use the
one with the best result.
We compared the output of our algorithm with the integer solution of the interval-and-speed-indexed formulation (IPi), its linear relaxation (LPi), and the integer and relaxed solutions of a
time-and-speed-indexed formulation for this problem (IPt and LPt
respectively). Although we do not explicitly give these formulations, we use them in the experiments to help us understand
whether the error comes from the rounding in the algorithm or
the interval relaxation in the LP. All simulations were done in
Python 3.5 (Foundation, 2016), using Gurobi 7.0 (Gurobi Optimization, 2016) to solve the IP and LP relaxation of each instance.
Our experimental results show that the SAIAS algorithm,
al√
though it has a theoretical approximation ratio of 3 + 2 2 +  ≈
5.8 +  for the case with arbitrary precedence constraints and arbitrary release dates, in practice it performs very close to optimal,
with average approximation ratios below 1.16. Furthermore we also
show that these results remain stable even when the size of the instances grow several orders of magnitude. It is important to note
that when analyzing large instances, since the IPt formulation is
too large to be solved in a reasonable amount of time, we compared the algorithm’s output with the LPi solution, and thus the
real approximation ratio is likely to be even better. The results also
show that a modiﬁcation to the algorithm, where we compute the
optimal speeds given the order computed by the SAIAS algorithm,
as discussed in Section 4, reduces the approximation ratios. This

improvement can also be used in the online setting. Table 1 shows
a summary of all the results.
In the following subsections, we present details of the simulation results. We characterize the distribution of the approximation
or competitive ratios via histograms. We believe that displaying the
entire distribution is important since it gives a more complete understanding of how the algorithm performs as compared to just
reporting an average value or a worst case scenario. In the histograms we highlight the average value for all simulations and the
95% percentile. For both these measures we also display the 99%
conﬁdence intervals, shown as doted lines around the corresponding value. Table 1 shows a summary of the main experimental re
sults for the 1|ri | Ri (ψ (i ) ) + wiCi problem.
5.1. Total weighted completion time – simulated instances
The number of variables and constraints in the IPt formulation
grows very fast with the number of jobs n, making it impractical
for large instances. On the other hand, the size of the IPi formulation can be easily controlled with  and thus much larger instances can be simulated. For small instances we compared the
performance of the SAIAS algorithm to the optimal solution of IPt,
as well as the bounds given by the LPi formulation. For large instances we compared the SAIAS algorithm’s solution to the LPi optimal value.
The simulation settings for the
√ smaller instances were: 10,0 0 0
simulation with n = 7 jobs, α = 2 − 1, σ1 = 1, δ = 1, q = 3,  =
 ρ
0.1, and ri ∼ unif[0, 0.1 i σ i ]. The upper bound of the probability
1
distribution of the release dates was determined experimentally to
show the worst performance, specially in the on-line settings we
present later. The reason is that a smaller upper bound will be
equivalent to have an oﬄine setting, whereas a larger upper bound
makes most jobs to be processed alone eliminating the scheduling
problem. Figs. 2 and 3 show the main results of the simulations.
Fig. 2 displays a histogram with the empirical approximation
ratio of the SAIAS algorithm is close to optimal with an average
of 1.011, and the 95% percentile given by 1.053. For the 10,0 0 0 instances, the worst approximation ratio was 1.149.
The histogram in Fig. 3 displays the difference between the LPi
bound and the IPt optimal solutions. This is important since later
we will compare the output of our algorithm to the LPi solution.
The histogram shows that on average the LPi bound is 0.885 times
the LPt solution, and in 95% of the instances it was below 0.924.
This means that when we compare the algorithm’s output to the
LPi we need to remember that we are comparing it with a solution
that is between 5% to 10% lower than the optimal solution.
Since our experiments show a stable and relatively constant ratio between LPt and LPi, for larger instances, we compare the performance of the SAIAS algorithm to the LPi bound. Given that we
don’t solve the IPt formulation the simulations can be done over
much larger instances. Fig. 4 shows the result of n = 500, with
10,0 0 0 random instances.
Although we are now comparing the algorithm’s output to the
LPi solution, the approximation ratio remains small. For n = 500
we have an average ratio of 1.075, a worst value of 1.108, and 95%
of the cases below 1.082. The fact that the approximation ratio is
not much bigger is important since for n = 7 the ratio between the
LPi and the IPt solution was in average 0.885, hence much of the
error shown in Fig. 4 could be attributed to the relaxation as opposed to the algorithm’s performance.
5.2. Heuristic improvement and online setting
Given that we have an eﬃcient way of computing the optimal
speed values given the order determined by the SAIAS algorithm,
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Fig. 2. Approximation ratio – SAIAS/IPt, n = 7, 10,0 0 0 instances.

Fig. 3. Relaxation error – LPi/IPt, n = 7, 10,0 0 0 instances.

Fig. 4. Approximation ratio – SAIAS/LPi, n = 50 0, 10,0 0 0 instances.
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Table 1
Experimental results summary for total weighted completion time.
Problem

1|ri | Ei (ψ (i ) ) + wiCi

Heuristic improvement
Online

Instances

Size (n)

Average ratio

99%

Worst ratio

10,0 0 0
10,0 0 0
10,0 0 0
10,0 0 0
10,0 0 0
10,0 0 0

7
100
500
7
100
100

1.011
1.075a
1.075a
1.001
1.001
1.397a

1.053
1.100
1.082
1.005
1.004
1.496

1.149
1.158
1.108
1.012
1.018
1.627

a
For large instances ratios were computed comparing with the LPi and not the LPt solution.

Fig. 5. Performance proﬁle for all 657 instances.

we can use it to improve the ﬁnal solution. Using the same parameters as in Section 5.1 we simulated 10,0 0 0 randomly generated instances and compared the empirical approximation ratios
for the SAIAS algorithm and the heuristic improvement, SAIAS-H.
Table 1 shows the improvement results.
As expected, the heuristic improvement reduces the approximation ratio on average to 1.001, and in 95% of the instances it
improved the ratio below 1.005 with 1.012 being the least worst
achieved. It is also important to note that the fraction of instances
in which the heuristic algorithm computed the optimal solution
went up from 0.05 to 0.13%.
Using this heuristic improvement we now study the performance of the SAIAS-H algorithm in the online setting. In this setting we do not know the information of all the jobs at time t = 0,
but only as they arrive, hence, can’t compute the whole schedule beforehand. The way we adapt the SAIAS-H algorithm is as
follows: we compute the approximate schedule using the SAIASH algorithm every time we ﬁnish a job, considering only the jobs
present at that time, and every time a new job arrives, we recompute the speeds using the results of Section 4, but because preemption is not allowed, we only change the speeds and not the
schedule. Table 1 shows the empirical competitive ratios obtained
over 10,0 0 0 randomly generated instances, with all other settings
as before.
In the online setting, the performance measure is called the
competitive ratio, and is the ratio between the algorithm’s output
and the optimal oﬄine solution. As expected, the competitive ratio
is slightly larger than the approximation ratio of the oﬄine case,
but still it is very good, with an average of 1.397, 95% of the instances below 1.496, and a worst case of 1.627 for the large instances.

5.3. Total weighted completion time – real instances
Since the algorithms performed very well in simulated instances, we gathered real-life instances for the energy aware
scheduling problem. For this, we analyzed three years of data of
the computing servers at Universidad Adolfo Ibáñez, building instances with the daily workload that each server received. These
instances consider both release dates and precedence constraints,
and are publicly available in Carrasco (2018) to be used as benchmarks for future algorithms. The different instances were classiﬁed
into 5 different groups, according to the number of jobs in each
instance. The group rx13 has 125 instances having between 4 and
13 jobs; group rx35 has 109 instances having between 14 and 35
jobs; group rx109 has 112 instances having between 36 and 109
jobs; group rx485 has 123 instances having between 110 and 485
jobs; and group rx100k has 188 instances having between 486
and 84,654 jobs. In all groups there are instances with and without precedence constraints, and all of them have release dates. Additionally, for each job, a weight was added depending on its priority, and was scaled to make it comparable to the energy cost
considering vi = 1, ∀i. Just like in the previous simulated case, the
setting was a machine with q = 3 possible speeds, with δ = 1.
We applied the SAIAS algorithm to all the 657 instances, considering the case with and without release dates. In the smaller
instances (rx13 and rx35), the algorithm’s output was compared
to the IPi solution with  = 0.1, for instances in rx109 and rx485
the algorithm’s output was compared to the IPi solution with  =
0.5, and for the largest instances (rx100k) it was compared to
the LPi relaxation, since the integer formulation took too much
time or ran out of memory. Table 2 shows a summary of the results for each group of instances, for the cases with and without
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Table 2
Experimental results summary for total weighted completion time.
Problem
1|ri , prec|

1| prec|





Ei (ψ (i ) ) + wiCi

Ei (ψ (i ) ) + wiCi

Instances

Avr. ratio

99%

Worst ratio

Avr. time (s)

rx13
rx35
rx109
rx485
rx100k
rx13
rx35
rx109
rx485
rx100k

1.062
1.084
1.165
1.155
1.354
1.037
1.043
1.118
1.095
1.230

1.163
1.213
1.350
1.330
1.682
1.064
1.068
1.217
1.187
1.412

1.233
1.297
1.549
1.418
1.885
1.084
1.170
1.249
1.238
1.533

0.112
0.444
1.619
9.652
32.069
0.134
0.523
2.079
26.294
76.669

considering the release dates. For the instances in rx13 to rx485
an  = 0.1 was used, whereas for rx100k was  = 0.5 for instances with less than 30,0 0 0 jobs and  = 1 for the larger ones.
The resulting approximation ratios, reported in Table 2 are quite
small, and the increase observed for larger instances it is mainly
due to having a worst LPi lower bound because of the increment
in  . Reducing  for some of the instances did not improve the
algorithm’s output signiﬁcantly, but increased the lower bound
drastically. Hence, it is expected that the real approximation ratios
are much smaller. Adding constraints from the project scheduling
literature, such as early-start and early-ﬁnish, further strengthened
the LP and improved the lower bounds, without affecting the
algorithm’s output. Furthermore, these constraints reduced the
computation times, since they allow a reduction in the problem
variables. The additional lower bounds found when using these additional constraints were not used to compute the approximation
ratios of Table 2. Together with the benchmark instances available
in Carrasco (2018), a detailed document with the best upper and
lower bounds found for each instance, plus the parameters used,
is available as part of the data set for future comparisons.
It is also important to note that all these instances were solved
very fast. Fig. 5 shows the performance proﬁle of the algorithm, for
the case with and without release dates, which ran in a desktop
computer with an Intel third generation i7 CPU and 8 gigabytes in
RAM. The proﬁle is done in a semilog plot in order to show important details: 40.49% of the instances with release dates, and 37.60%
of the ones without are solved in less than 1 second, 85.39% of
the ones with release dates and 78.69% of the ones without in less
than 10 seconds, and 96.96% of the instances with release dates
and 92.24% without, in less than a minute. There were only 18 instances with release dates that required more than a minute to
compute a solution. These instances were very large, with a combination of large and small jobs, and an important number of precedence constraints. This meant that large LPs were required and
thus it took more time to model and solve them. Implementing
decomposition techniques, such as the Bienstock-Zuckerberg algorithm, could reduce this computation signiﬁcantly as it is shown in
Muñoz et al. (2017).

6. Conclusion
In this work, we have introduced a general approximation algorithm for minimizing the sum of weighted completion times
and the total resource cost. We have a model for scheduling jobs
with job-dependent non-renewable resources and we have computed small constant-factor approximation ratios for the resulting
algorithm. We have also tested the performance of the algorithm
through simulations and real instances, showing that the SAIAS algorithm’s output is very close to optimum and computes good solutions very fast. Furthermore, we tested the algorithm in additional settings, such as on-line and using the total weighted ﬂow

time as scheduling metric, showing that the performance is very
good in these settings as well.
We believe that our methodology, which extends the idea of
α -points to the resource cost aware setting by developing the α speeds concept, should have many more applications. For example,
by adding minor regularity conditions to the resource cost R ( ( j ) )
and speed-scaling the resulting output, we can use the SAIAS algorithm in the setting where there are no release dates and the
scheduling metric is a convex function of the completion time, like
weighted tardiness or completion time squared. Our methodology
assumes that job processing times are known beforehand, since it
is a required parameter for running our algorithms.
We also suspect that, via techniques such as using randomly
chosen values of α or using different α values for different jobs,
we could obtain tighter bounds, and that these techniques could
be extended to other settings, such as multiple parallel machines
among others.
A very interesting open problem is what happens when job
processing times are not known even when a job arrives, but only
when a job ﬁnishes. This is a common problem in online services,
where the arriving jobs need to be scheduled, but their processing
times are unknown, and only when the job is ﬁnished the system
knowns the actual processing time. He have not tested our algorithm in this setting but we believe it is a very relevant and important line of research.
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