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Abstract Most spectrum allocation algorithms in elastic
optical networks apply a greedy approach: A new connec-
tion is allocated as long as there are enough spectrum slots
to accommodate it. Recently, a different approach was pro-
posed.NamedDeadlock–Avoidance (DA), it only establishes
a new connection if the portion of spectrum left after allo-
cating it is zero (full-link utilization) or is big enough to
accommodate future requests. Otherwise, the connection
request is blocked as a way to avoid fragmentation. The per-
formance of DA has been evaluated in a single-link scenario,
where its performance is not affected by the slot continu-
ity constraint. In this paper, we evaluate for the first time
the blocking performance and fragmentation level of DA
in a fully dynamic network scenario with different bitrates
and number of slots for a single link, a 4-node bus and a
mesh topology. The performance was evaluated by simula-
tion, and a lower bound was also derived using a continuous
Markov chain model. Results are obtained for DA and three
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greedy algorithms: First Fit, Exact Fit and First–Last Fit.
Results show that DA significantly decreases fragmentation,
and thus, it exhibits a much lower blocking due to fragmen-
tation than the greedy algorithms. However, this decrease is
compensated by a new type of blocking due to the selective
acceptance of connections. As a result, the extra compu-
tational complexity of DA does not compensate a gain in
performance.

Keywords Flexible grid optical networks · Greedy
algorithm · Deadlock avoidance · Fragmentation

1 Introduction

Elastic optical networks are expected to meet the ever-
growing bandwidth demand imposed by, for example, new
cloud-based services [1]. By flexibly allocating the spectrum
[2], elastic optical networks have been shown to increase the
total network capacity up to 100% with respect to classical
WDM networks [3].

To allocate spectrum in a flexible/elastic manner, the spec-
trum is divided in Frequency Slot Units (FSUs, typically of
12.5GHz each, also known as slots) and connections are allo-
cated with the number of FSUs required according to their
bandwidth demands. Having enough slots in each link on
the route of the connection is not enough to establish it; for
transparent demands it is also necessary to comply with the
contiguity and continuity constraints. The former refers to the
fact that all required slotsmust be contiguous in the spectrum.
The latter requires that exactly the same set of slots must be
used in every link of the route.

These constraints, in addition to the dynamic and het-
erogeneous nature of traffic (connections with different
granularities are established and released on demand), lead
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to the fragmentation of the spectrum. That is, sets of unused
slots are surrounded by sets of used slots in different portions
of the spectrum. If each set of unused slots is not big enough
to accommodate a new connection, the contiguity constraint
prevents that free slots in different sets are used to complete
the number of required slots. On the other hand, if the set of
unused slots is big enough, but the same set is not available
in all the route links, then the continuity constraint hampers
the establishment of the connection. Both situations lead to
increased blocking.

To decrease blocking of connection requests due to frag-
mentation, some proposals have focused on relaxing the
contiguity (e.g., [4]) or the continuity (e.g., [5]) constraints.
However, due to the additional cost and complexity of such
approaches, most research efforts consist on algorithmic
spectrum allocation strategies for networks with both con-
straints in place. In this case, the algorithm can allocate
spectrum in a delayed or immediate manner. Delayed spec-
trum allocation requires that start and end times are given by
each connection request, and then, blocking due to fragmen-
tation can be decreased due to the additional information and
time used to accommodate the demands, as shown in [6,7].
Instead, immediate spectrum allocation deals with connec-
tion requests that need to start data transmission immediately.
In that case, the following two strategies are applied: (a) to
allocate resources in such a way that fragmentation is dimin-
ished or avoided altogether [8] and (b) reconfiguring the
allocated resources [9] either reactively (when a connection
has been blocked) [10] or proactively [11–13] (e.g., every
time a connection is released). Reconfiguration achieves
lower blocking, but at expense of higher computational com-
plexity and eventual interruption of active connections (while
reallocating resources). This paper focuses on strategies that
minimize, or avoid, fragmentation for immediate spectrum
allocation. A reconfiguration-based lower bound is used as a
benchmark.

Most immediate spectrum allocation algorithms apply a
greedy strategy. That is, as long as there is available contigu-
ous and continuous spectrum, it is assigned to the connection
request.Among several proposals reviewed in [9], the follow-
ing three greedy approaches are considered in this paper:

– First Fit (FF) that allocates slots in the lowest possible part
of the spectrum as long as the continuity and contiguity
constraints aremet. By compressing the used spectrum as
much as possible to one of the extremes, it is expected that
fragmentation diminishes. FF is one of the most studied
spectrum allocation algorithms due to its good trade-off
between performance and computational complexity.

– First–Last Fit (FLF) that classifies the connection request
in one of two types according to a given criterion (usually,
the number of slots requested). Next, type 1 demands are
established in the lowest possible part of the spectrum

(FF) and type 2 demands are established in the highest
possible part of the spectrum (Last Fit, LF). FLF has been
shown to achieve the best blocking performance among
the spectrum allocation algorithms proposed to date.

– Exact Fit (EF) that allocates the demand in the void with
exactly the same number of slots required. If such void
does not exist, FF is applied. After FLF, EF has been
shown to achieve the best blocking performance.

A non-greedy strategy called Deadlock–Avoidance (DA)
was proposed in [14] in the context of a single-link scenario.
This strategy consists of establishing a connection only if
the state of the link after allocating resources to the new con-
nection is such that it is either fully utilized (no slots are
left unused) or the number of contiguous unused slots is big
enough to accommodate a future connection with the lowest
bandwidth requirement. If, after establishing a new connec-
tion, the eventual new set of unused slots has a number of
slots lower than that required by a future connection requir-
ing the lowest number of slots, then the connection request
is blocked. In this way, the algorithm aims to avoid future
blockings due to fragmentation (Deadlock–Avoidance).

Preliminary results on the analysis of DA performance
(by the same authors proposing DA) [14,15] have shown
that DA achieves a slightly higher link occupation than FF,
which means a better spectrum utilization and that dead-
locked resources in a single link with incremental traffic
result from a mismatch between the traffic profile and the
number of slots available for assignment in a spectral void.
If the numbers of slots required by the different requests are
co-prime numbers, then there is a link capacity (number of
slots) for which deadlock is inevitable. DA performance has
not been studied in mesh networks, where the continuity and
contiguity constraints could deteriorate the preliminary good
results obtained in single-link scenarios.

In this paper, we first present the notation and for-
mal description of the greedy and non-greedy algorithms
(Sect. 2). Next, in Sect. 3, a Markov-based model is derived
to obtain a lower bound for the blocking performance of the
greedy and non-greedy approaches in the single-link sce-
nario. Then, using the streamline technique and assuming
link blocking independence, theMarkov analysis is extended
tomesh topologies. Simulation andMarkov-based results are
shown in Sect. 4. As far as we know, this is the first time that
Markov results for elastic mesh topologies are presented.
Finally, conclusions are drawn in Sect. 5.

2 Greedy and non-greedy algorithms for spectrum
allocation

Let us assume there are R different types of connection
requests, sorted from the lowest to highest bandwidth require-
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ment (number of slots). The i th type of requirement requests
si slots, i ∈ {1, 2, 3, . . . , R}. Thus, s1 and sR correspond to
the lowest and highest slot requirements, respectively. In a
single-link scenario, upon arrival of a connection request of
type i (requesting si slots), a greedy approach accepts the
connection request as long as the number of available slots
in at least one void of the link is equal to or higher than si . FF,
EF and FLF differ just in the position of the spectrum where
the slot search task starts. The non-greedy approach (DA)
instead only accepts the connection request if the number of
continuous slots that would remain available after establish-
ing the new connection is zero or greater than or equal to s1.
Ties are broken selecting the void located in the lowest posi-
tion available in the spectrum. Although the DA algorithm
was originally proposed to operate in a single-link scenario
with incremental traffic (i.e., no connection release) [14],
its adaptation to a mesh topology under dynamic traffic (i.e.,
establishment and release of connections) is straightforward.

Algorithm 1 Resource allocation algorithms
1: /*auxLink is used to represent the availability of a particular slot

along the route between source and destination. 0 means available
in all links of the route; 1 means used in at least one link of the
route*/

2: auxLink = 0
3:
4: /*the state of each slot along the route is evaluated and stored in

auxLink*/
5: for each link in Route do
6: auxLink = auxLink | link /*Bitwise OR*/
7: end for
8:
9: /*checking contiguous slot availability*/
10: switch Algori thm do
11: /*svoid : number of slots in void*/
12: case FF
13: FirstFit()
14: case EF
15: allocate=0
16: for each void in auxLink from lowest to highest spectrum

do
17: if (svoid == si ) then
18: allocate si slots
19: allocated=1
20: end if
21: end for
22: if (allocated==0) then
23: FirstFit()
24: end if
25: case FLF
26: if (connectionT ype==1) then
27: FirstFit()
28: else
29: LastFit()
30: end if
31: case DA
32: DeadlockAvoidance()

Algorithm 1 shows the pseudo-code for FF, EF, FLF and
DA operating in amesh topologywhen a connection request-

ing si slots between a source and destination node is received.
It is assumed that a routing algorithm has already calculated
a route. Algorithms 2, 3 and 4 show the pseudo-code for
the functions FirstFit(), LastFit() and DeadlockAvoidance(),
executed in Algorithm 1, respectively. Lines 2, 5–7 map the
slot utilization along the route. Lines 10-32 execute the cor-
responding spectrum allocation algorithm.

Algorithm 2 FirstFit()
1: allocated=0
2: for each void in auxLink from lowest to highest spectrum do
3: if (svoid >= si ) then
4: allocate si slots
5: allocated=1
6: end if
7: end for
8: if (allocated==0) then
9: reject request
10: end if

Algorithm 3 LastFit()
1: allocated=0
2: for each void in auxLink from highest to lowest spectrum do
3: if (svoid >= si ) then
4: allocate si slots
5: end if
6: end for
7: if (allocated==0) then
8: reject request
9: end if

Algorithm 4 DeadlockAvoidance()
1: allocated=0
2: for each void in auxLink do
3: if (svoid − si ≥ s1 or svoid == si ) then
4: allocate si slots
5: end if
6: end for
7: if (allocated==0) then
8: reject request
9: end if

By way of example, Fig. 1 shows the state diagram of
the evolution of the link available capacity in terms of the
number of unused slots for incremental traffic (no connection
release) for the greedy and DA algorithms for a single link
with a total of 8 slots and R = 3 (requiring s1 = 3, s2 =
4 and s3 = 5 slots, respectively). Every node in the state
diagram represents the number of slots available in the link.
The number on top of the edges represents the number of
slots requested by an arriving connection. Absorbing (final)
states are highlighted with a thicker line.

It can be seen that the DA algorithm only accepts con-
nections that allow the diagram state to evolve to states with
at least 3 unused slots or to the final state 0. The greedy
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Fig. 1 State diagram of single flexible grid link utilization

approaches instead can also arrive at the final states 1 and
2 (from states 4 and 5, accepting a request of 3 and 4 slots,
respectively), which leaves unused slots in the link. In sce-
narios with different values for the total number of slots and
R, the behavior of the greedy approach might lead to an inef-
ficient usage of spectrum. For example, for bigger values of
s1 there are more final states with unused slots in the greedy
strategy.

Note that in the particular example in Fig. 1, the nodes
represent the number of contiguous slots unused in the low-
est/highest part of the spectrum. In a dynamic scenario with
different combinations of slot requirements, voids are gener-
ated in different zones of the spectrum.

3 Markov chain analysis

3.1 Single-link scenario

Consider a single-link scenario.We use a continuousMarkov
chain to model the evolution of the status of the single link.
Each state in the Markov chain stores the number of connec-
tions of each type. Thus, the stochastic variable is represented
by the vector C = (c1, . . . , cR), where ci is the quantity of
connections of a specific type i . Both the individual arrival
and departure rates of connection type i are assumed expo-
nential and denoted as λi and μi , respectively, for each
connection type.

For the greedy algorithms, the states of the Markov chain
model are all configurations satisfying the following restric-
tion:

R∑

i=1

ci × si ≤ S (1)

where:

si = number of slots required by connection type i

S = number of slots in the link

R = number of connection types

The states for the DA algorithm are all the possible com-
binations that comply with one of these two restrictions:

R∑

i=1

ci × si + s1 ≤ S (2)

R∑

i=1

ci × si = S (3)

According to the birth–death process here modeled, when
a new connection of type i enters the link with arrival rate
λi , the number of connections of that particular type (ci )
increases by 1. One the other hand, when a particular con-
nection leaves the link, the number of connections of that
type is decreased by 1. The rate associated with this death
process is μi × ci , which is the rate of the exponential race
among the ci connections of that particular type i that are
occupying the link at that time.

Additionally, the model assumes a proactive reconfigura-
tion. That is, if a departing connection leaves a void (a set of
unused slots surrounded by used slots), established connec-
tions are reallocated in such a way that the void is eliminated.
In this way, this model represents a lower bound as it corre-
sponds to a system with the lowest possible blocking due to
spectrum fragmentation.

The transition rate matrix Q of this birth–death process is
filled according to Eq. (4), and its corresponding transition
diagram is depicted in Fig. 2. Each row of matrix Q sums up
to zero to guarantee flow balance.

The stationary probability distribution is represented by
the vector π , where each component represents the long-run
proportion of time the chain spends in an individual state.
Since the continuous Markov chain is irreducible and all
states are recurrent,π is independent of time and corresponds
to the solution to the following system of equations.

Q j,k =

⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎪⎪⎪⎪⎩

λi if ( j, k) = (c1, . . . , ci , . . . , cR),

(c1, . . . , ci + 1, . . . , cR)

μi × ci if ( j, k) = (c1, . . . , ci , . . . , cR),

(c1, . . . , ci − 1, . . . , cR)
∑

j �=i −Q[i, j] if ( j = k)

0 otherwise

(4)

π · Q = 0 (5)∑
πi = 1 (6)

πi ≥ 0,∀i (7)

The blocking probabilities at any state k are computed
then, as the product of the probability of being in such a
state, πk , times the probability of having an arrival of a new
connection that is blocked.
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c1 · · · ci · · · cRc1 · · · ci − 1 · · · cR c1 · · · ci + 1 · · · cR

c1 − 1 · · · ci · · · cR

c1 · · · ci · · · cR−1

c1 +1 · · · ci · · · cR

c1 · · · ci · · · cR+1

λR

λi

λ1

μR × cR

μi × ci

μ1 × c1

Fig. 2 State transition diagram for the Markov chain modeling the single-link status

The probability of a new arrival of type i is:

Li = λi∑
k=1,...,R λk

(8)

The probability of a new arrival that is blocked when the
system is at state k is given by Eq. (9) for the greedy algo-
rithms, and by (10) for the DA algorithm.

bk =
∑

i=1,...,R

Li · I (si > S −
∑

c j · s j ) (9)

bk =
∑

i=1,...,R

Li · I (si > S −
∑

c j · s j − s1 �= 0) (10)

where I( ) is an indicator function that takes the value 1 if the
condition is true and 0 otherwise.

Hence, the blocking probabilities in matrix form are
shown in Eq. (11).

B = π · b (11)

TheMarkovmodel just described can be extended tomesh
scenarios as follows.

3.2 Mesh scenarios

First, assuming link blocking independence, the blocking
experienced by connection i, Bi , can be estimated as:

Bi = 1 − Π∀l∈Ri (1 − Bl) (12)

where

Ri = set of links composing the route of connection i

Bl = blocking probability of link l.

Second, by taking into account the streamline effect
(where the original traffic load offered by a connection is
decreased at each hop along the route because part of such

load is blocked in every hop), the value of the total traffic
load offered to a link, ρl , must be modified as follows [16]:

ρl =
∑

∀d∈N
ρs,d +

∑

∀k∈upstream(l)

ρk · Bk (13)

where

s = source node of link l

d = any possible destination node in the network

ρs,d = traffic load offered by connection

(s,d) to the first link of the route

upstream(l) = set of links immediately before

link l in any of the routes using link l

k = link in the set upstream(l)

ρk = traffic load offered to link k

Bk = blocking probability of link k

Using a fixed point iterative procedure, as done in [16],
the offered traffic load to each link can be evaluated to then
calculate the values of λi to each link. The new values of λi
allow generate a new matrix Q to then estimate the blocking
experienced by all connections in a mesh network by solving
the Markov model of each link separately.

4 Numerical results

First, we evaluated the blocking performance of greedy and
non-greedy algorithms bymeans of simulation and compared
it to the lower bounds (Markov models) considering a total
number of slots of 16, 100 and 320. Using slots of 12.5GHz
in the band C leads to a total of 320 slots. Lower numbers
are used in this work to evaluate the impact of diminished
resources on the algorithms performance. Such a situation
could occur in gradual migration processes from fixed to
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Fig. 3 Blocking probability as a function of the traffic load for the single-link scenario for different link capacities and sets of bitrates

Fig. 4 Blocking probability as a function of the traffic load for 4-node bus scenario for different link capacities and sets of bitrates

Fig. 5 Blocking probability as a function of the traffic load for Eurocore network scenario for different link capacities and sets of bitrates

elastic networks [17,18] or when part of the spectrum is ded-
icated to backup connections [19].

Results, obtained from an ad hoc event-driven simulator
built in C++, were obtained for two cases:

(a) R = 3 with connection requests of 10, 40 and 100 Gbps
each requiring 2, 2 and 3 slots each, respectively. The
number of slots was obtained from [3], using the NRZ-
OOKmodulation format for the 10 Gbps connection and
DP-QPSK for the rest.
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Fig. 6 Blocking probability causes as a function of the traffic load for the single-link scenarios

(b) R = 5 with connection requests of 10, 40, 100, 400 and
1000 Gbps each requiring 2, 2, 3, 10 and 16 slots each,
respectively. The number of slots for the 400 Gbps con-
nection was obtained from [3] assuming the DP-QPSK
modulation format and for the 1000 Gbps connection
was obtained from [2], assuming also DP-QPSK.

To focus on the potential advantages of a non-greedy spec-
trum allocation algorithm, we selected fixed routing (shortest
path) to make sure that the route selection process does not
affect the results. For the same reason, previous studies have
used fixed routing or single-link scenarios, see, for example,
[20,21].

For the simulation, a total of 107 arrivals were generated
for each different traffic load. For each, the source and des-
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Fig. 7 Blocking probability causes as a function of the traffic load for the Eurocore scenarios

tination nodes were randomly selected. We assumed that
connection requests arrive according to a Poisson process
withmean equal to λ and once accepted have a lifetime expo-
nentially distributed with mean equal to 1/μ, equal for all
connection types. The traffic load offered to the network is
then given by:

ρ = λ · E[si ]
μ · S · N · (N − 1)

(14)

where E[si ] is the mean value of the number of slots required
by the different types of connections, S is the number of slots
in the link, N is the number of network nodes and N (N − 1)
is the total number of different connections in the network.
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Table 1 Fulfillment of criteria
for a good quality fragmentation
metric

Criteria

Fragmentation metric a b c d e f g

Bandwidth fragmentation ratio [23] Yes Yes Yes No No No Low

Bandwidth fragmentation ratio [24] Yes No Yes No No No Low

External fragmentation [21,22] Yes No No No No No Low

Shannon entropy fragmentation [22] Yes Yes No No No Yes Low

Access blocking probability [22] Yes No Yes Yes Yes Yes Medium

Bandwidth demand dependent [21] Yes Yes Yes Yes Yes Yes Medium

Figure 3 shows the blocking probability of DA, the greedy
approaches (FF, EF, and FLF) and the Markov chain models
as a function of the traffic load for 16, 100 and 320 slots. Due
to memory exhaustion, Markov-based results for 320 slots
could not be obtained for R=5.

For 16 slots and R = 3 bitrates, it can be seen that DA
exhibits higher blocking (but still lower than one order of
magnitude) than its lower bound (markovDA) and the greedy
approaches. FLF achieves the better performance, closely
followed by EF and then FF. With such small number of
slots, the fact that DA blocks requests that greedy algorithms
accept leads to higher blocking in an scenario where only a
small amount of connections can be accommodated (nomore
than 8 connections). As the number of slots is increased in the
single-link scenario, the blockingprobability ofDA improves
with respect to the greedy approaches: With 100 slots, the
performance ofDA is very close toFF (but still slightly higher
than EF and FLF) and with 320 slots is slightly better than
FF and equal to that of EF. By increasing the number of slots,
more voids can be generated in the spectrum. As DA deals
with this problem, it obtains a small advantage over FF. In all
cases, FLF exhibited the best blocking performance and the
algorithms performance is close to that of full reconfiguration
(Markov models).

As expected, the inclusion of two new bitrates (R = 5,
right-hand figure) leads to increased blocking due to the
higher resource requirement. It can also be seen that the
maximum benefit that could be achieved by reconfiguring
the link utilization every time a connection leaves the sys-
tem (Markov chain model) is almost negligible for the 16
slots case and not significant in the 100 slots case. Given
that reconfiguration takes time and interrupts the active con-
nections being reallocated, such small decrease in blocking
does not justify performing a reconfiguration process in this
scenario.

Figure 4 shows the blocking performance of DA and the
greedy approaches for a 4-node bus for R = 3 bitrates (10,
40 and 100 Gbps, left-hand figure) and R = 5 (10, 40, 100,
400 and 1000Gbps, right-hand figure). For R = 3, results for
16 and 100 slots are shown. Results for 320 slots were also
obtained, but the overlapping between curves makes difficult

to distinguish them. In Fig. 5, similar results are shown for
the Eurocore topology (for R = 3 results, for 16 and 320
slots are shown, omitting results for 100 slots for the same
visualization reasons given in Fig. 4). Note that, due to mem-
ory exhaustion, Markov-based results for 320 slots could not
be obtained.

The relative results are the same for both figures: DA
and the greedy approaches perform almost equally in the
4-node bus and the Eurocore topology. This highlights the
fact that avoiding fragmentation has no significant impact in
the blocking performance of the studied cases.

To find out the main causes behind the blocking experi-
enced by all algorithms, we registered three types of blocking
in the simulation:

– lack of resources: When even joining all the unused slots
in the links of the route, the number of free slots is not
enough to accommodate the new connection

– fragmentation: When every void is not big enough to
accommodate the new connection, but joining several
voids the connection could now be established

– selective acceptance: When having at least one void with
enough slots to accommodate the connection, this is still
rejected to avoid fragmentation (this type of blocking
only appears with the DA algorithm)

Figures 6 and 7 show the causes behind the blocking ratio
for the single-link and Eurocore scenarios, respectively, for
FF,EFandDA. In bothfigures, it can be seen that although the
total blocking of DA is not significantly lower than that of the
greedy approaches, blocking due to fragmentation is always
lower in the DA case than in the greedy cases. However, this
decrease in the blocking due to fragmentation observed in
the DA case comes at expense of a higher blocking due to
selective acceptance.That is,DAdecreases the fragmentation
effect, but in doing so incurs in a different type of blocking as
it rejects connections for which resources would be enough
if not fragmented. It can also be seen that the contribution
of the fragmentation to the total blocking increases with the
number of slots as the lack of resources is less critical in that
condition. This in turn leads to a decrease in the selective
blocking.
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Fig. 8 Fragmentation behavior

Notice that in the single-link scenario with R = 3, DA
decreases significantly the blocking due to fragmentation,
compared to FF and EF. In the same scenario for R = 5
instead, this effect fades. We argue that this is a result of the
DA “preference” for the connections with the lowest band-
width requirement. In the R = 3 case, these connections are

the 66.7% of the total number of connections, while in the
R = 5 case, they are just 40%, making the DA algorithm less
effective by pre-reserving slots (and thus, rejecting connec-
tion requests) for connections that arrive less frequently.

In the Eurocore scenario, the difference between the
behavior due to fragmentation of DA and the greedy
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Fig. 8 continued

approaches increases even more as the continuity constraint
is now in place. For example, in the case of 320 slots and
R = 3 all the blocking of FF is due to fragmentation, while
DA manages fragmentation in a more efficiently way.

Finally, we studied the efficiency in spectrum usage by
the different algorithmic approaches by measuring its frag-
mentation. Given that several metrics have been proposed
to evaluate fragmentation [21–24], we have evaluated their
convenience by applying the 7 criteria described in [22] for
a good fragmentation metric, namely (a) minimum fragmen-
tation (0) when all link slots are available; (b) minimum
fragmentation (0) when all link slots are used; (c) minimum
fragmentation (0) when all available slots are contiguous;
(d) minimum fragmentation when voids are big enough to
accommodate connections; (e) maximum fragmentation (1)
when voids do not allow establish any connection; (f) frag-
mentation grows with the number of voids and (g) low
computational complexity. Table 1 shows the fulfillment of
the just described criteria for six fragmentation metrics.

Figure 8 shows the fragmentation results obtained from
the expression proposed in [21] that fulfills all criteria in
Table 1 (except low computational complexity):

F(c) =
{
1 − sc·Free(c)

TotalFree if TotalFree �= 0

0 otherwise
(15)

where:

F(c) = fragmentation level experienced by

connection of type c

sc = number of slots required by connection of type c

Free(c) = function that counts the number of

simultaneous requests of size c that can be satisfied

TotalFree = number of free slots

From Fig. 8, it can be seen that

– The fragmentation of the lower bound (Markov models)
is much closer to the fragmentation of the algorithmic
approaches in the single-link case than in more complex
topologies, due to the absence of the continuity con-
straint.

– Fragmentation increases with the diversity of bitrates
(from 3 to 5 bitrates) and the complexity of the topology.
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In the former case, due to connections requiring much
bigger voids. In the latter case, due to the continuity con-
straint.

– DA exhibits a significantly lower fragmentation than the
greedy approaches in all cases, except for very low traf-
fic loads (approximately, for traffic loads lower than 0.2
for R = 3 and 0.3 for R = 5), showing its efficiency in
avoiding fragmentation, as it was also shown when ana-
lyzing the blocking due to fragmentation of DA. Among
the greedy approaches, FF exhibits the higher fragmenta-
tion while FLF achieves the lowest fragmentation levels
for R=3 and EF for R=5.

– As the number of slots increases, fragmentation in sce-
narios with a higher number of slots is lower at low traffic
loads. However, as the traffic load increases fragmenta-
tion is higher for scenarios with a high number of slots
as the algorithms are able to accept demands in unused
portions of the spectrum, leading to new voids.

5 Conclusions

In this paper, the blockingprobability and fragmentation level
of two types of spectrum allocation approaches in elastic
optical networks was evaluated by simulation and Markov
chain analysis. One type (FF, EF and FLF) used a greedy
approach to allocate slots while the other one rejects some
requests, even if there are enough slots, as a way to avoid
fragmentation (DA).

Results show that, in terms of total blocking, the difference
between DA and the greedy approaches is not significant,
and thus, even when DA is more efficient in managing frag-
mentation, this characteristic is not as enough as to have a
significant impact on decreasing the whole blocking ratio.

It could also be observed that DA is much more effec-
tive than FF in reducing the blocking due to fragmentation.
However, in doing so DA increases the blocking due to the
selective rejection of connections. Such effect is more evi-
dent when the percentage of connections not “preferred” by
DA is higher in the traffic profile of the network.

Futurework should focus onvariants ofDA that,maintain-
ing the low fragmentation performance, could decrease the
blocking due to selective acceptance of connections. Addi-
tionally, fairness of DA and potential improvements should
be investigated.
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