
Coherence-Based
Automatic Essay
Assessment

In this paper, a discourse-based method that merges

semantic and syntactic models for automated essay

assessment is proposed. The approach combines shallow

linguistic features and discourse patterns in order to

predict an essay’s score by using decision trees

regression techniques. Unlike current approaches, our method directly measures an essay

coherence by using corpus-based semantics and text centering techniques so as to

determine discourse patterns underlying high-quality essays when compared with human

assessed essays. Experiments using standard datasets showed that the proposed

discourse-based approach outperformed traditional shallow features-based methods.

A text in produced in order to transmit a communicative goal for a target reader so it must contain
logical and consistent relationships between their utterances and ideas so as for the reader to be capable
of understanding it and making interpretations and further deductions. In order to achieve this, a high-
quality text should be coherent,5 such that there are logical connections (i.e., clear semantic
relationships) between information units either locally (i.e., between adjacent utterances) or globally
(i.e., all the connections make sense as a whole text - a discourse). In addition, a good text should
have a high cohesion, such that there is a sound succession of adjacent sentences by using proper
linguistic resources (i.e., lexicon, grammar, etc).

Coherent text production skills can be improved by practicing so that a text can then be assessed and
corrected by human experts. However, text assessment is a very demanding and time-consuming task
for humans so in recent years essay assessment computational approaches have been developed in
order to automatize it. Most of them use (shallow) statistical features extracted from a text that can be
regarded to as a measure of its “quality” such as word frequency, word length, sentences frequency,
text’s length, etc. However, the text’s syntactical structure is not taken into account so it is rather easy
to produce nonsense essays that are highly rated by any computational method.
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A traditional approach to modeling text coherence is known asDiscourse Theorywhich can be realized
by three models: Centering Theory,5 Rhetorical Structure Theory, and Semantic Models. In the
Centering Theory, texts are seen as coherent depending on how discourse entities are introduced and
discussed within a text based on adjacent utterances. On the other side, in the Rhetorical Structure
Theory, coherence is characterized through existing (hierarchical) relationships between a text’s main
entity (aka. nucleus) and the text surrounding/referencing this entity (aka. the satellite). To this end, a set
of relationships are defined so they can be detected in coherent texts by using discourse markers, which
are trigger words or phrases used to connect and organize a text’s segments. A major issue here is that
there are discourse makers having more than one purpose or mapping into more than one relationship,
depending on what is being expressed in the text, so it might lead to misleading relationships.

While all these models deal with coherence evaluation whose performance is comparable to human
assessment, there is no approach that addresses all the issues related to coherence as they all assess
coherence’s complementary features. Hence, they may be combined to assess coherence effectively.

In order to address these issues, in this paper, a discourse patterns based essay assessment method is
proposed. It combines syntactic and semantic features10 of a text so as to determine its discourse
patterns that in turn allow for the prediction of an essay’s score. Gold standards for a discourse are
provided by texts which are previously graded by human experts and is passed on to a simple
supervised classifier which is capable of predicting an essay’s score.

RELATED WORK
Traditionally, automatic essay assessment methods used shallow features extracted from a text as
indicators of its quality. These features often include the frequency of words/sentences, the frequency
of grammar errors, lexical categories, and readability indices. In addition, some more complex
indicators also involved the text’s lexical diversity in terms of the used vocabulary. Essay assessment
by this type of method is usually seen as a linear regression problem in which each of these shallow
features is weighted so as to predict an essay’s score, where the weights are estimated by collecting
samples from human-assessed essays. This kind of approach is usually found in commercial
assessment systems such as E-rater.3

On the other hand, semantic-based assessment approaches10 work under the assumption that essays of
similar content should receive similar quality scores. Thus, in order to estimate the similarity between
texts, these are first represented using a typical vector space model representing the most relevant
words/terms for each text. Closeness metrics such as cosine are then used to estimate the similarity
between word vectors of each text, where one of these texts is a high-quality human assessed essay,
extracted from a previously collected set of gold essays. Experiments using this kind of methods,
indicated a (Spearman) correlation r ¼ 0:5 when compared with humans, where human–human
correlation achieved r ¼ 0:6.

In order to deal with this, some assessment approaches applied latent semantic analysis (LSA)10 to
extract hidden semantic relationships between units in a text which may give account for its quality
and at the same time, reduce its original dimensionality. This kind of approach is usually found in
commercial assessment systems such as Intellimetric, and intelligent essay assessor (IEA).4, 7

By using a text corpus, LSA produces a set of highly dimensional semantic vectors representing
knowledge at the lexico-semantic level for each term of an essay. This new space can be used to
calculate the similarity between vectors from a new essay and those previously assessed by humans,
by using a cosine metric. Its main drawback is that word order is not taken into consideration in the
space representation so that sentences having different meanings may be seen as equivalent. This kind
of approach is usually found in commercial assessment systems such as Lexile.9

Recently, some of the previous issues have been addressed by applying topic models created by
probabilistic LSA (pLSA). The model provides probabilistic data so as to associate hidden variables
with observed variables. In this context, documents and their words represent the observed variables,
whereas the hidden relationships that can be discovered from them represent the topics. In order to
compare essays (i.e., new essay versus human-assessed essays), the semantic similarity is computed as
the cosine between vectors containing the probabilistic distributions generated by pLSA. Note that
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unlike LSA, (topic) model selection (i.e., hidden variables) is carried out by probabilistic estimations,
hence choosing the right dimensionality is a key issue, showing a resulting correlation with humans
between 0.5 and 0.9.

Text Coherence
Most of the assessment approaches use an essay’s shallow features to estimate its quality, hence it is
usually very unclear whether the text is really coherent to humans. To address textual coherence,
linguistic analysis methods are usually based on the centering theory that include variations such as
entity grids (EG) and lexical chains analysis.5

The traditional centering theory models a discourse, a formal expression of a communicative act,
that is presented either written or orally, and allows us to communicate and idea with some
logical structure. A discourse is composed of text segments containing utterances ðUiÞ, each of
which has an associated set of entities or discourse centers called forward-looking centers
CfðUiÞ. These entities are often nouns that have certain grammar roles (i.e., subject, object,
indirect object). Elements of Cf are sorted according to their relevance which is related to the
grammar role of an entity within an utterance Ui. The center of Cf having the highest relevance
is named the preferred center Cp. There is also a center that connects the current utterance ðUiÞ
with the previous one ðUi�1Þ, named the backward-looking center Cb, which is the preferred
center of Ui�1 appearing in Ui.

In order to determine a text’s center, four types of transitions of entities between utterances are defined:
continue (i.e., the centers of adjacent utterances refer to the same entity), retain (i.e., the entity with the
highest relevance within utterance Ui�2 is kept as the center, but new information is added into Ui�1),
smooth shift (i.e., the center of an utterance changes related to utterance Ui�2, but this change is
smooth as the center of Ui�1 is kept), rough shift (i.e., there is a sudden change in the center of adjacent
utterances).5 Thus, a coherent text is such that transitions between utterances should follow the
preference order: continue� (is preferred over) retain� smooth shift� rough shift. Hence a
coherent discourse in a text tends to keep the center between adjacent utterances whereas incoherent
texts tend to make sudden changes in their discourse centers.

Overall, essay assessment methods using centering models show a promising correlation ðr ¼ 0:7Þ
with human assessments, which suggests that the order of utterances and the structure of their centers
affects the coherence and therefore the essay quality. Nevertheless, there is no efficient mechanism to
identify entities or centers efficiently so the task is usually semi-automatically carried out by using
texts graded by humans.

Other popular method to measure coherence is based on a variation of the centering theory, named EG,
which allows for the detection of patterns underlying coherent discourses.1 Unlike essay assessment
using centering theory in which human must annotate and segment centers and transition types, EG
automatically extracts discourse patterns. For this, the approach first creates a grid containing
sentences and their named entities. The grid is then filled with the grammar role of each entity within
the sentences, which gives account for the relationship between entities in a sentence: subject (s),
object (o), or other (x).

The columns of the grid represent the presence/absence of an entity in a sequence of sentences and its
respective grammar role. From this representations, transition patterns between sentences of a text can
be extracted in the form of the conditional probability of a transition (i.e., o-) given previous
transitions. The coherence of a text T composed of sentences S1; :::; Sn, entities e1; :::; em, and
grammar roles r1; :::; rm, can be then determined by estimating the joint probability of entities
distributed along the sentences considering h previous transitions as follows:

Pcoherence Tð Þ � 1

m � n
Xm
j¼1

Xn
i¼1

logðP ðrijjr i�hð Þj; . . . r i�1ð ÞjÞÞ:

This model can be generated from a set of coherent texts annotated by humans.5 Thus, estimated
probabilities will be higher for texts seen as coherent according to their constituents. However, the
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method does not take into account the semantic underlying relationships between adjacent sentences
which may produce cohesion problems.

DISCOURSE PATTERNS BASED METHOD FOR ESSAY
ASSESSMENT
In this paper, a discourse patterns based essay assessment method is proposed. The
approach is capable of assessing the quality of an essay based on its textual coherence by
merging LSA-based semantic coherence metrics, readability features and EG-based
discourse patterns. Unlike state-of-the-art essay assessment methods, the contribution of
our research is twofold:

� The approach addresses the essay evaluation by combining readability features and
semantically-based discourse metrics.

� An essay’s coherence is measured by using corpus-based discourse patterns extraction (i.e.,
EG).

The general architecture of our method for essay assessment can be seen in Figure 1, in which the
evaluation model is automatically created from a set of previously graded essays. In order to create the
model, three types of features are extracted:

1. Shallow features: they are obtained by using the previously discussed statistic metrics
(i.e., word frequency, syllables, etc.).

2. Semantic features: they are extracted by training an LSA model and generating a semantic
space (i.e., semantic vectors) from the essays datasets.

3. Discourse Patterns: they are estimated by computing transition probabilities from EG that
are generated from the human-assessed essay (i.e., the testing essay set). The patterns are
represented as vectors of transition probabilities.

These features are then used by a random forest regression model which is trained with a set of
previously assessed essays. A new essay is then automatically evaluated by assigning a score which is
a linear combination of the features.

Figure 1. Architecture of our discourse patterns based essay assessment approach.
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Shallow Features
These were grouped into three categories: readability, lexical diversity, and grammar. Readability
metrics aim at determining how easy to read a text is, whereas lexical diversity metrics aim at
determining how diverse is the vocabulary used by the essay’s author. Finally, grammar metrics aim at
measuring the efficient use of linguistic resources such as lexical categories.

Readability
This kind of feature aims at determining how easy to read a text is and is usually estimated by using six
metrics:

1. Gunning Fog Index: it estimates the number of years of formal training a person would
require to understand a text in a first read. This index is calculated as $0.4 (i.e., average
sentence length þ HW), where HW is the number of words having more than two syllables.

2. Flesch Reading Ease (FRE): it estimates how easy to read a text is and is calculated as
206:835� ð1:015ASLÞ � ð8:46ASWÞ, where ASL is the average length of the sentences
within a text, and ASW is the average number of syllables per word.

3. Automated Readibility Index (ARI): it estimates how understandable a text is by measuring
the number of used linguistic features and then estimating the formal training required to
understand a text: 0:50ðWPSÞ þ 4:71ðCPWÞ � 21:43, whereWPS is the average number
of words per sentence and CPW is the average number of characters per words.

4. Word Variation Index (WVI): it estimates the proportion of distinct words in a text, seen as
the ideas density, and calculated as logðnðwÞÞ

logð2�logðnðuwÞÞ
logðnðwÞÞ Þ

, where nðwÞ is the number of words in a

text, and nðuwÞ is the number of different words in the text.

Lexical Diversity
This kind of feature aims at determining how diverse the used vocabulary in a text is and involves four
metrics:

1. Guiraud’s Index (GI): it penalizes a text depending on its length (the longest, the worst) and
is calculated as vffiffiffi

N
p , where v is the number of distinct words andN is the number of words.

2. Yule’s K: it estimates a weighted average TTR by using the frequency of each word:

K ¼ 10�4

P
r2Vr�N

N2 r ¼ 1; 2; . . . ; where Vr is the number of words occurring r times in a

text containing N words.
3. D estimate (D): it estimates a linear model that gives account for the best value for TTR

(i.e., lexical diversity), representing the lexical diversity. It is determined by the following
procedure:
i. Take a random sample ofN words from the text.
ii. Calculate the TTR.
iii. Find theD value that best fits TTR ¼ D

N ½
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ð1þ 2N

DÞ
q

� 1�.
4. Hapax Legomena: it calculates the number of words occurring once in the text, as this is a

good discriminator between a text written by someone learning a language and a text written
by a native speaker.

Grammar
This feature aims at determining the frequency of words belonging to some lexical category
(i.e., verbs, nouns).

Discourse Patterns Based Features
This type of feature aims at estimating an essay’s coherence by combining EG-based features and
semantic features.
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EG-Based Features
Each essay is represented as an EG, from which probabilistic entity transition patterns are extracted.
Each EG j for a document di corresponds to a feature vectorFðxijÞ ¼ fp1ðxijÞ; p2ðxijÞ; . . . ; pmðxijÞg,
wherem is the maximum number of transitions, and ptðxijÞ is the transition probability t in the cell
xij. The best probability values are usually obtained for 2-sentence windows ðn ¼ 2Þ,1 so that
transition patterns to be extracted are of the type fssg, fsog, etc.
A key rationale for using these features is that the distribution of entities across coherent essays shows
some regularities in the topology of the corresponding EG and so the underlying essays will receive a
better assessment than those that do not have these regularities. As a consequence, a coherent text
should contain a high number of f��g transitions.
In order to prepare sample essays, they are divided into k sets, where k is the number of distinct scores.
The cosine similarity is then calculated between a new essay and the essays in each set, based on their
probability transition vectors.

Semantic Features
This type of feature was divided into two groups of metrics:

� Content-based Metrics: It compares a new essay’s lexical content with that of the human-
assessed essays. To this end, each essay (the sample essays and the new one) is represented
as a vector ðFsÞ containing the frequency of the most relevant words. The weight of each
relevant word i is then estimated for the group of sample essays with score s as follows:

Wis ¼ Fis
MaxFs

logðNNi
Þ

where Fis is the frequency of word i in the essay group with score s,MaxFs is the highest
frequency for a word in a essay group with score s,N is the number of previously assessed
essays by humans, and Ni is the number of essays containing the word i.

� Semantic-based Coherence Metrics: It measures the global coherence of an essay as the
semantic similarity between adjacent sentences Si and Sj, by using the semantic space
generated by LSA. The similarity is then computed as simðSi; SjÞ ¼ Si�Sj

kSikkSjk :

RESULTS
In order to evaluate the effectiveness of our proposed approach to automatic essay assessment, a
computational prototype was built using the NLTK Natural Language Toolkit and LSA libraries
available for R. Several experiments were then conducted to compare the proposed method with other
state-of-the-art approaches.

Data Collection
Sample graded essays datasets were collected from the Automated Essay Scoring competition by using
the KAGGLE corpus (https://www.kaggle.com/c/essay-scoring/data). This corpus contains 8 datasets.
Each of the data sets was generated from a single prompt. Some of the essays are dependent upon
source information and others are not. All responses were hand graded and were double-scored. Each
of the eight data sets has its own unique characteristics as shown in Table 1. These essay datasets are
organized into four different categories: Persuasive (PER), Narrative (NAR), Expositive (EXP), and
Source Dependent Response (SDR). These essays were written by high-school students and manually
graded by humans, except the essay set no. 2, which was graded using different criteria.

In addition, an LSA semantic space was created by using the TASA corpus containing more than
100.000 words (http://lsa.colorado.edu/spaces.html).
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Comparing the Approach With Shallow Features Assessment
Methods
In these experiments, the proposed method DPþSCM (i.e, discourse patterns and semantic coherence
based method) was first compared with a baseline approach that uses only a shallow lexical features
based method (SFM). The rationale for this comparison was two-fold: (1) investigating the extent to
which adding new features to the shallow features may affect the performance, and (2) when
comparing to state-of-the-art assessment methods, most of them are based on lexical shallow features.
The performance was then measured by using the standard Quadratic Weighted Kappa (QWK), which
estimates the agreement between humans (or between humans and a system). In order to carry out the
experiments, three tasks were performed:

� Feature Extraction: Each essay from the dataset was analyzed so as to extract shallow
features, readability indexes, lexical diversity indexes, and grammar-based features. Each
essay was segmented into sentences and tokenized into lexical categories by using the
NLTK library, and pyEnchant for detecting spelling errors. In order to reduce noise and
variability of texts, stop-words were removed and a stemmer was applied, respectively.
The following activities were then carried out:
– Several features were computed including the score or grade of the most similar essay,

similarity to essays with maximum grade, and discourse pattern cosine.
– A semantic space was generated by applying LSA to the TASA corpus, obtaining

semantic representations for 100.000 English words.
– Sentences were represented in the semantic space as the sum of the vectors that

represent each word in the sentence.

In order to compute discourse patterns based features, each essay was represented as an
EG by using the COHERE framework (Smith, Wilker, and Specia, n.d.), which uses a
dependency parser to extract grammatical roles of entities in a text (http://nlp.
stanford.edu/software/lex-parser.shtml). Entity transition probabilities and feature
vector representation for each essay were then computed, where each component of
the vector is a transition probability. Finally, cosine similarities between the best
scored essays were computed, and from these, the average/maximum/minimum values
and standard deviation were used as features.

� Feature Selection: One of the claims of this research work is a combination of metrics can
lead to better results in performance of an automatic essay assessment task. Each metric
involved a set of candidate features (i.e., shallow and discourse features) which were
assessed. Hence, the candidate features providing the best performance in the model were
evaluated and finally included as a part of these metrics. This task was performed using

Table 1. Essays dataset description.

Type Grade # Essays Avg. Length Score Range

PER, NAR, EXP 8 1785 350 2–12

PER, NAR, EXP 10 1800 350 1–6, 1–4

PER, NAR, EXP 10 1730 250 0–24

PER, NAR, EXP 10 918 650 10–60

SDR 10 1726 150 0–3

SDR 10 1772 150 0–3

SDR 8 1805 150 0–4

SDR 10 1800 150 0–4
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Table 2. Features and variable importance.

Feature Importance

Character Count 16.5

Number of Different Words 14.9

Number of Words 14.3

Number of Long Words 13.8

Number of Stopwords 12.8

Hapax Legomena 12.5

Count of NN tags 12.4

WVI 12.3

GI 11.9

Count of IN tags 11.5

Advanced Guiraud 11.3

Cosine Similarity with best Essays 10.5

Number of Short Words 10.1

Number of Sentences 9.9

Transition Patterns – 9.8

Number of DT tags 9.7

Number of JJ tags 8.3

Number of long Sentences 7.8

Number of NNS tags 7.7

D Estimate 7.5

Maximum Structural Similarity 7.3

TTR 6.8

DCR 6.6

Transition Patterns X- 6.5

ARI 6.5

Transition Patterns XO 6.4

Transition Patterns XX 6.4

Transition Patterns O- 6.3

Average Word Length 6.3

Grade of the most similar essay 6.1

Number of RB tags 5.8

Yule K 5.5

Number of VB tags 5.4

Number of VBP tags 5.3

Number of CC tags 5.2
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stepwise regression, which allows selecting features based on their statistical relevance
using the Akaike Information criterion.
The best 54 selected features for each metric (out of 88 features) and their importance are
shown in Table 2. Here importance is computed based on the corresponding reduction of
predictive accuracy when the predictor of interest is removed (i.e., using Random Forest).
The table indicates that cosine similarity based coherence measures and discourse patterns
are among the best predictors. On the other hand, EG-based discourse patterns are preferred
to almost all of the shallow features based readability metrics. Nevertheless, the essay length
was one of the most relevant features in the final models (SFM and DPþSCM), which
shows a bias in this type of feature, as the grades in the dataset are strongly correlated with
the essay length. Furthermore, transition patterns were observed to be significant for
predicting an essay’s score.

� Generating the Regression Model: The predictive model that assesses an essay was
generated by training a regression method based on random forests. It ensembles multiple
decision trees in the training phase, and the prediction is produced as the average of the
prediction of each individual tree. Unlike other regression methods, random forests avoids
over-fitting and it is robust to noise in data.2

The training set was used to generate the predictive model using 100 trees per forest,
whereas the test set was used to measure the performance of the generated model. To assess
the performance of the model, a k-fold cross-validation was used ðk ¼ 10Þ, and the statistical
significance of the results was obtained using theWilcoxon test. A value of p < 0:05 means
that there exists a significant statistical difference in data, and therefore the hypothesis is
accepted, whereas a value of p > 0:05 means that the difference in the results could have
happened by chance.

Table 2. (Continued )

Feature Importance

Standard Deviation of Structural Similarity 5.2

Transition Patterns S- 5.1

Transition Patterns XS 5.1

Average Sentence Length 5.1

FRE 5.1

Number of TO tags 5.1

Standard deviation of LSA coherence 5.0

Number of PRP tags 4.9

FKE 4.9

Number of VBD tags 4.8

Pattern Cosine 4.8

LSA based Global Coherence 4.8

GF 4.7

Transition Patterns XS 4.7

Nominal Ratio 4.6

Transition Patterns XX 4.5

Number of VBN tags 4.5

Number of VBG tags 4.3

Transition Patterns SS 4.2
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Furthermore, our method was also compared with SFM, using QWK, and Spearman correlation.6

Results are shown in Tables 3 and 4, respectively. Note that some state-of-the-art methods did not
report their correlation so for them, QWK is showed only.

The results show that our method DPþSCM outperforms SFM and the statistical approaches (i.e.,
Lexile) in terms of QWK, with a significant difference in essay sets 4, 5, 6, and 8. This shows that the
inter-rater agreement between humans and our method is greater than for other approaches, and thus
the grades computed by DPþSCM are better predictors of an essay score. This suggests that by
incorporating further direct coherence measures such as discourse patterns, a significant improvement
in the effectiveness of the essay assessment is achieved.

On the other hand, for essays sets 1, 2a, and 2b, the difference is not significant mainly due to that they
are free-text responses, and human scores are biased by the essay length. For these essay sets, a p � 0:2
was obtained, suggesting the proposed features might improve the performance of our method.

This may be due to that some essays sets (1, 2a, 2b) contain free text (i), whereas the others are
based on specific targeted texts (ii) that answer questions (i.e., SDR of Table 1). Hence
assessment of (i) is not that good as the evaluator does not have a clear idea on what he/she
need to assess, whereas assessment of (ii) is based on specific targeted content, so evaluation is
much more focused on specific responses to be evaluated. As a consequence, semantic/coherence
metrics may fail to capture the underlying linguistic knowledge of the assessment.

CONCLUSION
In this paper, a novel method that takes into account semantic and syntactic models for
automated essay assessment was proposed. The approach combines shallow linguistic features
and discourse patterns in order to predict an essay’s score by using random forest regression.
Unlike state-of-the-art approaches, our method directly measures the essay coherence by using
corpus-based semantics and text centering techniques so as to determine discourse patterns
underlying high-quality essays.

Experiments showed that the proposed method outperformed traditional shallow features based
methods. This result may also be due to its similarity with the task performed by humans: when
grading essays, humans look at the way the sentences are connected and their centrality. Unlike our
approach, current methods do not take into account the text centrality directly so they only look at
word combinations in sentences as a measure of a text’s quality.

Table 3. Spearman correlation for the essays datasets.

Table 4. QWK for the essays datasets.
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